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Abstract

As the urban populations grow rapidly and public security demands increase, intelligent
surveillance systems have emerged as a key part of the smart city infrastructure. Conventional
CCTV monitoring is often dependent on human operators, which is inefficient and liable to
missed or delayed detections. This paper presents ConvLSTM, an online deep learning model,
which is targeted for intelligent crime surveillance and anomaly detection in densely populated
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urban areas. The suggested system combines several Al modules—YOLOv8 for object
detection, ConvLSTM for anomaly detection into an integrated and optimized pipeline. The
essential innovation of this system comes from its hybrid architecture supporting Spatio-
temporal behavior analysis with real-time processing capability. Deployed on Python 3.10,
PyTorch, TensorFlow, OpenCV, and running on Python, the system offers a very efficient edge
deployment with local processing as well as the strengthened privacy. Processing video inputs
is done via detection, tracking, and anomaly detection analysis steps on urban environments,
which support automatic alerts without needing cloud resources. The model is trained and
validated on the Kaggle dataset. The model yields a detection accuracy of 97.3%, better than
competitive approaches like YOLOvV9 and ConvNextvl by 1.2-2.0%, while also sustaining a
real-time frame rate of 20 FPS. These observations validate the model's ability to process
dynamic urban environments with high accuracy, recall, and low latency. In conclusion, offers
a high-performance, privacy-aware, and scalable solution for crowd monitoring and real-time
anomaly detection in contemporary intelligent cities. The proposed Method will be useful on
anomaly detection on the urban environments.

Keywords- Anomaly detection, Crowd Monitoring, ConvLSTM, Real time, Urban
Environments.

1.Introduction

As urban populations grow rapidly and public security demands increase, intelligent
surveillance systems have emerged as a key part of smart city infrastructure [1]. Conventional
CCTV monitoring is often dependent on human operators, which is inefficient and liable to
missed or delayed detections [2]. This paper presents ConvLSTM, an online deep learning
model, which is targeted for intelligent crime surveillance and anomaly detection in densely
populated urban areas [3]. The suggested system combines several Al modules—YOLOVS for
object detection, DeepSORT for tracking, ConvLSTM for anomaly detection, and CSRNet for
crowd analysis—into an integrated and optimized pipeline.

The essential innovation of this system comes from its hybrid architecture supporting spatio-
temporal behavior analysis with real-time processing capability [4][5]. Deployed on Python
3.10, PyTorch, TensorFlow, OpenCYV, and running on Python, the system offers very efficient
edge deployment with local processing as well as strengthened privacy [6]. Processing video
inputs is done via detection, tracking, and anomaly analysis steps, which support automatic
alerts without needing cloud resources.

The model is trained and validated on the Kaggle dataset. The model yields a detection accuracy
of 97.3%, better than competitive approaches like YOLOvV9 and ConvNextvl by 1.2-2.0%,
while also sustaining a real-time frame rate of 20 FPS. These observations validate the model's
ability to process dynamic urban environments with high accuracy, recall, and low latency. In
conclusion, ConvLSTM offers a high-performance, privacy-aware, and scalable solution for
crowd monitoring and real-time anomaly detection in contemporary intelligent cities.
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1.1 Research Motivation

Notwithstanding progress in detection of objects, anomaly detection, and crowd counting, most
existing systems are still isolated and cloud-dependent, resulting in latency, privacy loss, and
bandwidth wastage. There is an urgent need for an end-to-end system that marries detection,
tracking, density estimation, and anomaly detection seamlessly at the edge locally to guarantee
real-time reaction and data confidentiality. This research seeks to fill this void by suggesting an
edge-optimized multi-modal pipeline designed specifically for real-time urban settings.

1.2 Significance of the Research

This study will provide a scalable and privacy-friendly surveillance system that supports public
safety without excessive reliance on the cloud. With a single system at the edge, it minimizes
reaction time, keeps sensitive information local, and enhances operational efficiency in
metropolitan security. Its state-of-the-art anomaly detection also empowers authorities to act
ahead of emergent risks.

1.3 Recent Innovations and Challenges

The latest advances in smart vision systems involve the use of YOLOvV8 for rapid object
detection, for advanced multi-object tracking, and ConvLSTM for temporal anomaly
identification all optimized to work in edge computing. These features make possible real-time
crowd monitoring with lowered latency and increased precision on embedded devices.
Challenges continue in managing occlusions, varying lighting, limitations of edge devices, and
privacy concerns in high-density urban environments.

1.4 Problem Statement

Modern surveillance systems tend to exist in silos—dividing functions like detection, tracking,
and anomaly detection leaving heavy computing to the cloud, which leads to latency, privacy
vulnerabilities, and increased resource requirements. [7] experienced real-time inference delays
when running on centralized servers. Likewise, [8] pointed out that processing overlapping
crowd behaviours on edge devices is plagued by latency and occlusion constraints. Thus, the
impetus exists to create an end-to-end, edge-optimized pipeline that can provide timely, precise,
and real-time surveillance analytics within true urban environments.

1.5 Key Contributions

e Developed a real-time smart vision system that monitors urban crowds and detects
abnormal activities using deep learning.

e Integrated YOLOvSE and CONVLSTM models to combine object detection with spatio-
temporal behavior analysis.

e Optimized the model for edge deployment using TensorRT, enabling fast and low-power
inference on devices like Jetson Nano.

e Implemented an alert system that instantly notifies control centers when anomalies are
detected, enhancing public safety response.
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1.6 Rest of the Section

Section 2: Literature Review — presents prior works on standalone components and cloud-edge
solutions.

Section 3: Proposed Method — explains YOLOv8 and ConvLSTM architecture, edge
deployment, and model optimization methods.

Section 4: Results and Discussion — describes datasets, performance measures, and evaluation.

Section 5: Conclusion and Future Work — addresses implications, constraints, and directions for
further federated and multimodal analysis.

2.Literature review

Arunnehru and others [8] introduced a deep learning-based framework of realizing object
detection and anomaly recognition to apply to real-world surveillance scenarios. The
researchers relied on a hybrid CNN model that was modified with anomaly scoring techniques.
The UCF-Crime was used to conduct experiments. Low-light and crowded situations were
identified as the major challenge that needed addressing in the system. The model presented in
this paper exhibited an accuracy of 91.3 percent and showed a great decline in the false positive
cases. As performance measures, F1-score, precision, and recall were employed. This paper
demonstrated the relevance of using flexible detection models in cluttered setting.

Qarage et al. [9] proposed the framework of PublicVision, which is a smart surveillance system
that integrates deep learning and security layers and can recognize real-time crowd behaviors.
They used a transformer neural network on top of a pre-trained CNN in extracting features. The
ShanghaiTech and PETS2009 datasets were utilized. One of the critical issues was the problem
of the security of data transmission in real-time analysis video. Their model attained a
recognition rate of 93 percent, surpassing other former architecture. The metric of evaluation
was accuracy, throughput and processing time. The research focuses on the incorporation of
encryption in surveillance intelligence.

Nasir et al. [10] introduced YOLOVS8 framework to identify the abnormal behaviours in a high-
density crowd. The approach included object detection in real time and anomaly classification
based on motion. For evaluation ShanghaiTech and UCSD datasets are used. Occlusion and fast
scene changes were some of the challenges. The suggested model achieved an accuracy of 95.1
percent and more than 20 FPS. The assessment criteria were mAP, precision, recall, and latency.
This study demonstrates that YOLOVS is efficient to be used in dense crowd monitoring.

Lee et al. [7] have used a modified version of DeepSORT-based tracking algorithm to detect
groups and cluster in public area. They applied YOLOVS to preliminary detection and afterward
a personalized Kalman Filter to predict the motion. CUHK-SYSU and MOT17 datasets were
utilised. The researchers addressed the problem of overlapping objects tracking and temporal
group coherence. It obtained a tracking accuracy of 89.7 percent and was in real time. They
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included MOTA (Multiple Object Tracking Accuracy), IDF1, and FPS. This paper enhanced
group level analysis in dense scenes.

Yilmazer and Karakose [11] proposed to use a scalable and adaptive model based on the
DeepSORT, Large Language Models (LLMs) and dynamic prompts to localize abandoned
objects. With the aid of real-world datasets such as AVSS and PETS2006, they were used. A
significant stimulus was to discern temporary and permanent abandonment of objects in high-
traffic environments. The system attained a detection rate of 94.2 percent. The system had a
detection rate of 94.2%. Key performance metrics were precision, recall, and time-to-alert. This
hybrid approach enhanced scene understanding by synergizing spatial tracking with semantic
interpretation with the help of LLMs.

Vosta and Yow [12] combined CNN-RNN model was presented as a violence detection model
to learn both spatial and temporal characteristics. Movies and Hockey Fights datasets have been
used to train and test the model. There were challenges such as detection in real time and making
the distinction between violent and non-violent yet quick movements. The model attained an
accuracy of 90.5 per cent with fewer false alarms. The metrics used to determine performance
were F1-score, AUC, and precision. This architecture proved to be effective in temporal event-
based surveillance systems.

Br and Rajkumar [13] trained a Recurrent Neural Network (RNN) model in real-time
surveillance system to locate the behaviour patterns. Avenue and UCSD datasets have been
used. Real-time behavior learning with stream processing latency as a main challenge was one
of them. The system had anomaly detection rate of 92.8 percent. Measurements were accuracy,
response time and AUC. The article demonstrated that RNNs are quite suitable to be used to
monitor online behaviour in smart cities

Choi et al. [14] developed edge device in real-time framework of object detection and tracking
with YOLOVS and DeepSORT. The test sets were KITTI and MOT16. The problem to solve
was the computing and energy limitations at the edge devices. Their framework received a mAP
of 88.3 percent with 30 FPS on Jetson Nano. Measures were latency, energy consumption and
detection accuracy. The study has shown that it is possible to deploy efficient models to the
edge without performance compromise.

Wang et al. [15] introduced RT3C, an edge, cloud, collaborative system and device-level
computing in real-time crowd counting. CSRNet was employed at the edge, and large-scale
scene aggregation was performed using the cloud. The experiments were conducted using
ShanghaiTech and UCF-QNRF datasets. Synchronization and low latency in multi-node
configurations were the primary challenges. RT3C provided 92% count accuracy with a
response time of less than 150 ms. MAE, RMSE, and latency were the evaluation metrics. This
system demonstrated that cloud-edge collaboration improves accuracy and scalability in city
surveillance.

(Sivakumaran and others [16] proposed a smart crime surveillance video system to improve
real-time public security by means of automatic monitoring and incident detection. For this
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purpose, a method based on deep learning that utilized ConvLSTM Autoencoder for temporal
anomaly detection and YOLOVS as an object detection method was used. Training and testing

were performed using the Avenuedatasets and UCF-Crime, which provide a various Span of
real-world surveillance videos. The most significant challenges addressed include lighting
variations, complex scene crowding, computational limitations of real-time processing and the
occlusions. The Suggested model attained 94.6% accuracy, and its performance was measured
using recall, F1-score, precision, mean average precision (mAP) to demonstrate its strength and
effectiveness for use in real-world urban surveillance. Table. I shows the summary on Literature

Review.
Table. I Summary on Literature Review
Reference Method Objective Limitation
Real-world object
Arunnehru YOLO + CNN- |and anomaly | Limited generalization to
and others [8] | Autoencoder detection in | varied environments

surveillance videos

Qarage et al.
[9]

Swin Transformer +
Secure Cloud

Recognize crowd
behavior securely
in smart
surveillance

Network dependency and

encryption latency

Nasir et al.
[10]

YOLOvVS +
Behavior Classifier

Detect  abnormal
behavior in dense
urban crowds in
real-time

Sensitive to heavy occlusions
and clutter

YOLOv7 +

Real-time human

surveillance video

Leeetal. [7] | Enhanced group detection and Identlt}/ loss ‘m complex
: occlusion scenarios
DeepSORT clustering
Yilmazer and DeepSQRT N Abanc.lonec'1 object Requires  fine-tuning  for
Karakose [11] Dynamic Prompts d.etectlon H,l smart different contexts
LLM video surveillance
Real-world
Vosta and Yow | CNN-RNN violence detection | Performance drop in fast
[12] (BILSTM) from surveillance | motion or blur scenes
videos
Intelligent real-
Br and | RNN + Temporal | time anomaly | High memory use and slow
Rajkumar [13] | Layers detection in | inference on large videos

Choi et al. [14]

YOLOvVS +
DeepSORT + Edge
Optimization

Real-time
tracking

object
using

Limited processing power on
low-end edge devices
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embedded edge

devices
Cloud-Edge Real-‘Fime ‘ crowd ‘
Wang et al. } counting via edge- | Sync and latency issues across
[15] Collaboration cloud-device latforms
(RT3C) P
system
Sivakumaran | YOLOVS + | To develop a real- | Performance may degrade
and others [16] | DeepSORT + | time, intelligent | under extreme occlusions,
ConvLSTM video surveillance | low-light  conditions, and
Autoencoder  for | system for | high-density crowds; real-time

anomaly detection | detecting criminal | edge inference may be limited
by hardware constraints

3. Proposed Methodology

The suggested workflow of the smart vision system combines deep learning and edge
computing to facilitate real-time anomaly detection and crowd monitoring in urban areas. It
starts with the collection of surveillance videos from public databases, which are then broken
down into frames for processing. Every frame is subjected to preprocessing like resizing and
normalization to transform data into a format suitable for model input. Object detection is done
via YOLOVS, and then object tracking is performed to check for movement patterns. A
ConvLSTM model is utilized to learn spatial features and temporal behavior, thereby efficiently
detecting abnormal activities. The model is trained with labeled datasets and tested with metrics
like accuracy, precision, recall, and F1-score. To achieve low-latency inference in real-world
applications, the trained model is optimized with Python. This enables deployment on edge
devices such as Jetson Nano for real-time use. The system continuously feeds video streams
and initiates alerts when it identifies suspicious or anomalous activity. Generally, the workflow
provides accurate, rapid, and scalable surveillance for public safety improvement in smart
cities. The workflow is represented in Fig.1.

e
ié Object Detection Feature Extraction Temporal Modelling
a_' (YOLOVS) (CNN) (LSTM)
Video Feed as Input Data Preprocessing l
Alert Generation Anomoly
System Classification

Fig.1 Proposed Workflow
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3.1 Data collection

Data acquisition for this study uses publicly accessed surveillance videos from the "Real Time
Anomaly Detection in CCTV Surveillance" database on Kaggle [17]. The database contains
tagged video clips of normal and anomalous activities, including violence, loitering, and theft,
observed in various urban environments. These videos are used as a baseline for training and
cross-validation of the deep learning algorithms employed for crime detection and behavioural
analysis.

3.2 Data Preprocessing

Frame normalization and resizing are paramount preprocessing operations in deep learning-
based computer vision systems, particularly video surveillance for real-time detection of
anomalies. The operations provide data consistency across input data and enhance the training
effectiveness and performance of neural networks like YOLOv8 and CONVLSTM.

3.2.1 Frame Extraction from Video

Video frames recorded from CCTV cameras or public databases usually differ in resolution and
aspect ratio. Neural networks, on the other hand, need a fixed input size. Video streams are
initially broken down into separate frames at a constant frame rate (e.g., 15 FPS) to facilitate
frame-wise processing. This transforms real-time video input into a series of static images for
object tracking and detection is represented by the eqn. (1)

F=r XxT (H

Where, F refers to the frames in the video, T refers to seconds and r denotes the frame rate.
This Step is essential because it converts the Continuous videos into static images, which is
suitable for the object detection and temporal analysis. Resizing not only decreases memory
usage and accelerates training but also makes the frame sizes align with pre-trained network
architectures to enable smooth integration with transfer learning pipelines.

3.2.2 Frame Normalization and Resizing

Frames are normalized for pixel intensity values to convert all the input data into a uniform
numeric range in order to enhance training convergence and avoid gradient instability. The
majority of raw images contain pixel values between 0 and 255 (for 8-bit color depth), and to
feed such unscaled inputs into deep neural networks may lead to exploding or vanishing
gradients. Individual frames are resized and normalized to normalize pixel values and this assist
in unfirming input dimensions and intensity to speed up and stabilize the neural network
training. Min-max normalization is applied to scale pixel values to the [0, 1] range in eqn.(2),

I( ’ )_Imin
Lyorm(x,y) = —EY min (2)

Imax— Imin

Where, I(x,y) is Intensity of the pixel at the coordinates, I, Imax are Minimum and
maximum intensity values in the image.
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In the case of pre-trained models, the normalization might further shift and scale the pixel values
using predefined means and standard deviations for each color channel (R, G, B) in eqn.(3)

I(c)—pc
Liorm(c) = ——t )

Oc
Where, g, and . are standard deviation and mean for channel ¢ € {R, G, B},

This normalization keeps the inputs centered and properly scaled to improve model stability
and learning rates. Overall, resizing maintains uniform spatial sizes, and normalization
normalizes the pixel intensity distribution. All these procedures convert raw, variable-quality
video frames to high-quality, uniform inputs that are optimized for real-time deep learning
inference in smart surveillance systems.

3.3 Annotation Formatting and Label Conversion

In supervised object detection problems, accurate object annotation within frames is crucial for
model training to detect and classify targets correctly. Annotation usually involves bounding
boxes specifying the position and size of each target object in a frame. Yet, the structure of
annotations has to match the particular needs of the employed model architecture. For the
purpose of this research, the YOLOvVS object detection model is utilized. YOLO needs a
particular annotation form that is different from standard corner-point bounding boxes. Instead
of the top-left and bottom-right corners of a bounding box, YOLO uses normalized center
coordinates and relative dimensions of the bounding box in eqn. (4)

(X Yer W, h) (4)

Where, x. i1s Normalized x-coordinate of the bounding box center, y. is Normalized y-
coordinate of the bounding box center, w is Normalized width of the bounding box, h
Normalized height of the bounding box.

3.3.1 Conversion from Pixel to Normalized YOLO Format

The dataset provides bounding box information in pixel format, that is coordinates of the top-
left corner and the dimensions in the pixel must be converted into YOLO format by eqn. (5) to

(8),

Xp = W (5)
y = Lminttbor/2 (©6)

wo= e (7

h= e ®)

Where, wy,,, and hy,,, are the width and height of the bounding box in pixels, W and H are
the width and height of the frame in pixels. This conversion makes all values within the range
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[0, 1], independent of the initial frame resolution. This is essential in helping models
generalize across varying sizes of images during training and inference.

3.4 Object Detection with YOLOvVS

YOLOVS is a real-time object detection system that is specifically designed to be fast and
accurate. Each input frame is processed in one forward pass through a convolutional neural
network with direct prediction of bounding boxes, object classes, and confidence scores. For
every object, YOLOVS predicts a vector in eqn. (9),

P = (x.,y:,wW,h,cq,C3, ..., Cpp) )}

Where, x., y., w, h are normalized bounding box coordinates, c4, ¢, is the confidence score. A
prediction is considered valid if the confidence which satisfies the below Eqn. (10)

C = PopjectX10Upeq trutn > threshold (10)

Where,Pypjec: 1 object detected, YOLOvV8 combines high-end features like anchor-free
detection, C2f modules, and task-specific heads for improved generalization. In this work, it is
employed for detecting key objects (e.g., humans, cars, backpacks) and offering spatial context
to anomalies for recognition. Its low-latency inference and low-weight design enable edge
deployment in real-time intelligent surveillance systems.

3.5 Object Tracking and Temporal Pattern Formation

Following detection of objects within single frames with YOLOvVS, object tracking is
implemented to preserve their identities over subsequent frames so that the system can build
motion trajectories over time. These trackers correlate detections by spatial proximity,
appearance embeddings, and motion predictions. DeepSORT adds to the Kalman Filter a deep
appearance descriptor network that maps every detected object to an embedding space to
support strong association even during occlusion. ByteTrack, conversely, tracks high- and low-
confidence detections efficiently through the optimization of object matching through IoU-
based cost functions. For each tracked object i, a trajectory is formed as a time-ordered
sequence of coordinates in (11),

T; = {(xi1, i), (Kizs Yiz)y oo (Xies Vie) } (11)

Where, T; is temporal patterns, x,y are time-ordered sequence of coordinates. For instance,
extended loitering, sudden speed variation, or intrusion into restricted areas are identified as a
function of temporal deviants from acquired temporal norms. These spatiotemporal inputs are
subsequently passed through a CONVLSTM model, which captures long-term dependencies to
diagnose activities as benign or suspect. The tracking module thus fills the gap between static
object detection and dynamic behavioral analysis and forms the core of real-time anomaly
detection in urban surveillance.
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3.6 Anomaly Detection Using CONVLSTM

Anomaly detection with ConvLSTM integrates the capabilities of convolutional and recurrent
neural networks to analyze both spatial and temporal features of video data. Whereas CNN
layers concentrate on identifying spatial features in individual frames, LSTM layers capture the
sequential patterns of behavior over time. This combination is more powerful for interpreting
intricate human activities in surveillance videos. It enables the system to discriminate between
typical and suspicious behavior, e.g., running in restricted zones or sudden aggressive actions.
By learning from labeled examples, the model detects departures from normative patterns of
behavior. This method increases the system's capability to recognize subtle anomalies with high
accuracy. It is effectively adapted to real-time monitoring of public safety in changing urban
spaces. Fig.2 represents the ConvLSTM Architecture.

Feature Fully
Extraction Connected
[—————7777 1 Layers Anomaly

Detection

Convolutional Layer 1

OUTPUT

Multi-Camera
Surveillance

[ SAFETY ALERTS |

e Emergency
Services

|
|
|
|
|
|
|
|
|
|
—>

* Security
Personnel

Convolutional Layer 2

|

|

|

|

| ¢ )
|

| Pooling Layer 2

| [ J
|

e ! Prediction

Fig.2 ConvLSTM Architecture
3.6.1 CNN for Spatial Feature Extraction

Each preproccesed video frame is passed through the convolutional layers to extract features.
The output can be represented in eqn. (12),

fe = CNN(I) (12)
Where, I, is the frame at time, f; is the high-level representation of visual features.
3.6.2 LSTM for Temporal Modeling

The features are then fed into LSTM network and it captures temporal patterns and
behavioural patterns across time is represented in eqn. (13),

ht = LSTM(flerI""ft) (13)

The LSTM’s hidden state h, models context-aware behaviors and identifies temporal
irregularities such as sudden running, aggressive hand movements, or unusual pacing —
indicators of potential anomalies.
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3.6.3 Classification and Output

The final output layer applies softmax activation to classify as normal or anomalous is
represented in eqn. (14),

Where, J; is the predicted anomaly probability, W and b are learnable parameters.
3.6.4 Supervised Learning and Label Usage

The model is trained in a supervised fashion using binary cross-entropy loss, Since the dataset
used is labeled with known anomalies is described in eqn. (15),

L= Yilyelog(@) + (1 —y)log (1 —3) (15)

This training approach mitigates false positives and enhances specificity, making it well-suited
for real-time deployment in urban public safety monitoring. Overall, the ConvLSTM pipeline
enables the system to detect subtle and intricate patterns that may not be evident from single
frames, providing high sensitivity to suspicious activity while preserving low computational
latency particularly when edge deployment-optimized.

3.7 Model Training and Validation

The dataset is divided into 70% training and 30% test/validation sets by stratified sampling to
maintain class balance. Data augmentation methods like random rotation, horizontal flip,
brightness, and Gaussian noise are used to enhance model generalization and avoid overfitting
for training frames. The ConvLSTM model is trained by Adam optimizer and batch size. Early
stopping and learning rate scheduling are utilized for best convergence. The performance
metrics is evaluated by,

3.8 Edge Optimization by Adam optimizer

For the purpose of facilitating fast real-time inference on edge hardware, the learned
ConvLSTM model is optimized by Adam optimizer on a high-level deep learning inference
engine. The model is transformed into the TensorRT-compatible form and quantized to reduce-
precision forms like half-precision floating point (FP16) or eight-bit integer (INT8), which
hugely decrease computational burden and memory footprint. TensorRT utilizes sophisticated
optimizations such as layer fusion, which fuses multiple neural network operations into a single
execution unit, and automatic kernel tuning, which chooses the most performance-efficient
algorithms for the target GPU hardware. These optimizations allow for end-to-end deployment
on small embedded devices such as Python. With deployment, the system is capable of
processing video frames with sub-second latency to deliver fast and responsive anomaly
detection. This configuration negates the necessity for cloud processing, is less dependent on
the network, and provides guaranteed performance even in bandwidth-limited environments,
which makes it well-suited for scalable public safety solutions.
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3.9 Real-Time Monitoring and Alert Generation

After being installed on an edge device, the intelligent vision system runs continuously to
observe urban public areas in real time. It starts by receiving live video streams from
surveillance cameras installed in strategic locations like streets, parks, or transit hubs. Every
arriving frame is directly processed through the YOLOVS detection module, which detects and
localizes primary objects such as pedestrians, cars, or left-behind objects. These detections are
forwarded to the ConvLSTM pipeline, which performs deeper spatio-temporal analysis by
extracting motion patterns and behavioral cues from adjacent frames. Depending on the training
data, the model has learned to discriminate between normal and suspicious activities, including
loitering, sudden running, aggressive gestures, or object abandonment. Upon detection of such
an anomaly, the system marks the event with a high-confidence score. At the same time, it
creates an alert in real-time, which gets pushed to a local monitoring station or centralized
control dashboard. The alert contains metadata like the timestamp, location ID, detected
behavior type, and sometimes a frame snapshot for visual verification. This quick and automatic
alerting process allows public safety officers to react immediately to incipient threats without
having to read hours of surveillance footage. The reduced latency that is made possible by edge
computing enables the system to process high video throughput without sacrificing
responsiveness, reliability, and scalability in smart city deployments.

The system begins by recording live video streams, which are segmented into frames and
preprocessed via resizing, normalization, and annotation format. The YOLOvS8 model is utilized
to process each frame and detect and classify objects of interest like people and cars. The
detected objects are associated across consecutive lines with a tracking frame to generate
motion trajectories. Spatial features are extracted from each frame via convolutional neural
networks. These characteristics are inherited into LSTM layers to acquire behavioral trends
over time. The integrated model detects abnormal activities by contrasting the existing behavior
with previously acquired normal tendencies. Abnormalities are marked immediately, and alerts
are issued for public safety response through the monitoring dashboard.

4. Result and Discussion

The results section outlines a thorough assessment of the proposed framework for real-time
intelligent crime surveillance. The assessment highlights the performance of the multivariate
sequential model in terms of object detection, tracking, and anomaly detection based on the
proposed model's performance on the Kaggle CCTV Anomaly Dataset. The evaluation utilizes
standard metrics, including accuracy, precision, recall, and inference speed, for both accuracy
and efficiency. Overall, the results confirmed the resilience of the model for real-life
surveillance and potential applications to edge devices.

4.1 Experimental Setup

This section describes the simulation environment and the specifications of the hardware used
to implement, train and validate ESTAD-Net. The setup guarantees that the results can be
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reproduced and verified that they can achieve real-time performance on an edge computing

platform. The simulation and hardware setup are given in Table 2.

Table 2. Simulation and Hardware Setup

Component Configuration / Description
Programming Python 3.10
Language
Frameworks & PyTorch 2.0, TensorFlow 2.x, OpenCV, NumPy,
Libraries Ultralytics YOLOvVS, DeepSORT
Dataset Used Kaggle — Real-Time Ano.maly Detection in CCTV
Surveillance
Training Epochs 100 (Anomaly Detection), .50 (Object Detection Fine-
tuning)
Batch Size 16 (Detection), 32 (Anomaly)
Optimizer Adam optimizer (Learning Rate: 0.0001)
Development Intel Core 17-12700H, 32 GB RAM, NVIDIA RTX 3060
System (6GB VRAM), Ubuntu 22.04
Operating System Ubuntu 22.04 LTS

4.2 Object Detection and Tracking Performance

This section presents the detection and tracking performance of the framework including an
object detection model, YOLOvVS, and a multi-object tracking model, DeepSORT. This study
evaluates these models using conventional metrics and visual inspection to demonstrate the

Normal

effectiveness and reliability of our framework in real-time surveillance applications.

Fighting Robbery

Figure 4. Sample Images from Dataset
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Figure 4. provides sample images from the dataset describing normal crowd interactions,
fighting, and robbery. These samples illustrate the variety of scenarios in which the proposed
framework was trained and evaluated for real-time anomaly detection.

Table 3. Detection and Tracking Metrics (YOLOvV8 + DeepSORT)

Metric Value
mAP@0.5 94.3%
Precision 91.7%
Recall 93.2%
MOTA 88.5%
ID Switches 12
Average FPS 26

Table 3. shows the detection and tracking quality of the YOLOv8 + DeepSORT module with a
high mAP@0.5 of 94.3%, precision and recall of 91.7% and 93.2%, respectively. The MOTA
value of 88.5% and 12 ID switches reveal strong multi-object tracking accuracy in cluttered
scenes. A mean FPS of 26 validates real-time operating efficiency. An average FPS of 26
ensures real-time operating efficiency.

Normal Fighting
i
|

L

Figure 5. Sample Detection and Tracking Frames

Figure 5. shows example frames showing detection and tracking outputs of the proposed model.
This demonstrate that the model can correctly localize objects and successfully track objects
across frames. This shows that the system can retain identity and keep spatial accuracy across
dynamic scenes.
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Precision-Recall Curve for Detected Classes
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Figure 6. Precision—Recall Curve for Detected Classes

Figure 6. illustrates that the vehicle class obtained optimal balance between precision and recall
at all thresholds, staying above 0.83 precision at recall level 1.0. The human class follows with
slightly reduced precision (~0.80) at complete recall, and the anomaly class has the worst trade-
off, falling to ~0.81 at complete recall, reflecting increased detection difficulty for anomalies.

Training and Validation Loss vs. Epochs for YOLOvS

1.0
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Figure 7. Loss Graph

Figure 7. shows a steady decrease in both training and validation loss which plateaued around
0.1 after epoch 40. This trend illustrates that YOLOvVS converged well on the anomaly detection
task with little amount of overfitting, both curves were very close together.
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Training and Validation Accuracy vs. Epochs for YOLOVS
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Figure 8. Accuracy Graph

Figure. 8 shows that accuracy increased steadily during training epochs. The training and
validation accuracy reached values over 97% after epoch 40 exhibit a minimal gap between the
curves indicating good generalization. This validates the learning behavior of the model
demonstrating that it has learned the CCTV anomaly dataset well.

4.3 Anomaly Detection Evaluation

This subsection provides the ConvLSTM autoencoder anomaly detection performance over the
Kaggle CCTV dataset. Anomaly scores at the frame level were assessed through ROC analysis
and reconstruction error distributions in order to check classification efficacy.

ROC Curve for Anomaly Classification
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Figure 9. ROC Curve for Anomaly Classification
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Figure 9. illustrates the precision-recall curve for classes detected, with the vehicle class having
the highest precision (~0.83) over recall levels, followed by anomaly (~0.81) and human
(~0.80). This indicates the model's superior reliability in identifying vehicles while having
competitive precision in detecting anomalies.

Frame-Level Reconstruction Error Distributions
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Figure 10. Frame-Level Reconstruction Error Distributions

Figure 10. illustrates the reconstruction error distribution of normal (green) and anomalous (red)
frames. Normal samples are concentrated in close proximity to low errors (~0.02), whereas
anomalies are distributed around higher error levels (~0.08—0.10). This separation facilitates
good thresholding for anomaly detection based on reconstruction error.

Accuracy

Accuracy checks the overall ratio of sequences correctly classified and the equation is given
as,

TP+TN (16)

Accuracy = ————
TP+TN+FP+FN
Precision

Precision shows the number of predicted anomalies that are truly anomalous,

TP

Precision = (17)
TP+FP
Recall
Measures the number of truly anomalous sequences correctly identified.
Recall = —=~ (18)
TP+FN
737
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F1-score

F1-score measures the harmonic mean of precision and recall, particularly helpful for datasets
with imbalances.

Precision-Recall

F1—score =2X (19)

Precision+Recall

Where, TP is True Positives, TN is True Negatives, FP is False Positives, FN is False
Negatives.

Table 4. Anomaly Detection Metrics

Metric Value
Accuracy 91.8%
Precision 90.4%

Recall 93.1%
F1-Score 91.7%

AUC 0.946

In Table 4, the proposed method's anomaly detection performance achieves 91.8% accuracy
with an AUC as high as 0.946, demonstrating excellent discrimination capacity. The model has
90.4% precision and 93.1% recall, reflecting high precision in identifying anomalies with low
false negatives. The F1 score is 91.7%, confirming a balanced precision-recall trade-off,
suitable for real-time surveillance applications.

4.4 Real-Time Edge Inference Performance

In this section, the real-time edge inference performance of the proposed framework on the
NVIDIA Jetson Xavier NX is characterized. In particular, module-wise latency contributions,
along with the stability of the system in FPS under varying CPU and GPU loads is presented.

Inference Latency Breakdown per Module
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Figure 11. Inference Latency Breakdown per Module
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Figure 11. shows inference latency across the system modules of detection at 22 ms, tracking
at 12 ms, and anomaly at 18 ms. Detection had the highest latency which indicated the most
computationally intensive phase. Overall latency is well within the limits of real-time,
validating deployment feasibility.

4.5 Ablation Study

This section analyzed the separate impact of detection, tracking, and anomaly detection
modules on overall accuracy and latency. For performance benchmarking, variant ESTAD-Nets
were tested to demonstrate the trade-offs between accuracy and real-time performance.

Table 5. Ablation Study Results

Variant Accuracy (%) | FPS
Full (YOLO + DeepSORT + 97.3 20
ConvLSTM + CSRNet)
w/o Tracking (DeepSORT 95.4 24
removed)
w/0 Anomaly Detection 91.2 26
(ConvLSTM removed)
w/o Crowd Counting 93.1 25
(CSRNet removed)
Detection-Only (YOLOvVS 88.3 29
baseline)

Table 5. indicates that the full ESTAD-Net's accuracy is 97.3%, with a consistent real-time
speed of 20 FPS, demonstrating the successful integration of its components. Removing
DeepSORT reduces the accuracy to 95.4%, but without using ConvLSTM results in a much
lower accuracy of 91.2%, again emphasizing the importance of anomaly detection. The baseline
YOLOV8 model, even though it has the highest FPS (29), recorded the lowest accuracy (88.3%),
clearly showing that detection is not enough for complete surveillance. The graph for the
ablation study is provided in Figure. 12.
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Figure 12. Impact of Module Removal on Accuracy and Latency
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4.6 Comparison with Existing Methods

This section offers a comparison of the proposed ESTAD-Net's detection module and overall
system to existing methods. The results demonstrate higher accuracy and real-time performance
on standard datasets and edge platforms.

Table 6. Object Detection Comparison

Method Accuracy Precision Recall AUC
ConvNextvl- 90.2 91.3 90.1 95.1
BiMT [18]

YOLO v8 [19] 95.1 94.2 82.1 88.1
YOLO v9 [20] 96.4 93.9 94.8 95.4
YOLOLlIn [21] | 82.6 78.6 84.6 81.5
YOLO v8 97.2 96.1 96.5 96.8
(proposed

method)

Table 6. shows that the YOLOv8-based approach has the best overall performance, with 97.2%
accuracy, 96.1% precision, 96.5% recall, and 96.8 AUC. This exceeds YOLOVY (accuracy
96.4%, recall 94.8%) and ConvNextvl-BiMT (AUC 95.1), demonstrating the rigor of the
proposed model. YOLO11n had the worst performance, indicates significant advances made in
this study.

Table 7. Comparative Evaluation with Prior Work

Reference Proposed Method Dataset(s) Accuracy FPS
(%)
Nasir et YOLOvVS8 + Motion ShanghaiTech, UCSD 95.1 >20
al.[10] Classification
Khel et al. Hybrid YOLOvV4 + JHU dataset 95.1 48
[22] DeepSORT
Choi et al. YOLOVS + KITTI, MOT16 88.3 30
[14] DeepSORT on Jetson
Wang et al. RT3C (Edge-Cloud ShanghaiTech, UCF- 92.0 <150ms
[15] Collab with CSRNet) QNRF
Proposed ConvLSTM Real Time Anomaly 97.3 20
Model Detection in CCTV
Surveillance

Table 7. shows that the proposed method has the overall highest accuracy of 97.3%, exceeding
the YOLOvVS + Motion Classification and Hybrid YOLOv4 + DeepSORT model accuracy
(95.1% each), YOLOvVS + DeepSORT (88.3%) and RT3C (92.0%) all while maintaining the
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real-time processing speed of 20 frames per second (FPS). This validates ESTAD-Net's
confirmed capability to generate an operationally viable deep learning model which minimizes
maximum error on either precision and operational capability for real-time surveillance. The
comparison is shown in the Figure.13.
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Figure 13. Performance Comparison
4.7 Discussion

The study proposes ConvLSTM, an efficient edge deep learning framework in real-time
anomaly detection and crowd monitoring to ensure the safety of the population in cities. It
consists of YOLOvVS, DeepSORT, ConvLSTM autoencoder into a coherent and efficient end-
to-end pipeline. The architecture achieves a detection rate of 97.3% with resilient real-time
performance of 20 FPS on edge hardware making it practically deployable in resource-
constrained environments in the real world. The proposed method preserves privacy by
ensuring that all computation is local to the edge, and thus sensitive surveillance data is not
transmitted to third-party servers. The anomaly detection module also exhibits a robust
distinction between anomalous and normal activity, enabling accurate thresholding from
reconstruction error distributions. The system is also low-latency across modules, with
detection adding the largest delay, but within real-time limits. Lightweight, hardware-attuned
models support substantial reductions in computational overhead while preserving high
accuracy and responsiveness. These results emphasize the capability to facilitate smart city
projects through making scalable, privacy-friendly, and low-latency smart surveillance
solutions feasible for dynamic cities.

5. Conclusion and Future works

The research effectively created a real-time smart vision system that integrates YOLOv8 and
CONVLSTM architectures to achieve efficient crowd monitoring and anomaly detection in
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cities. The integration of object detection, tracking, and temporal behavior analysis in the
system resulted in high accuracy and reactivity, with an impressive 97.3% accuracy, which is
superior to a number of prevailing approaches. Edge optimization made low-latency
functionality on systems such as Jetson Nano a reality, demonstrating the feasibility of the
system in large-scale, on-premises public safety deployment. Real-time alert creation adds to
the system's use case in active surveillance systems. Future research will be directed toward
increasing the dataset to cover a broader variety of urban situations and anomalies, enhancing
model robustness in very dynamic settings. Adding attention mechanisms and transformer
models may further boost temporal reasoning. Including multi-camera data fusion and geo-
tagged mapping will offer increased situational awareness. Investigating federated learning
methods can also make privacy-preserving updates on dispersed edge devices feasible without
sacrificing sensitive information.
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