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Abstract 

Student dropout in virtual learning environments is a critical challenge for higher education 

because of its academic, institutional, and socioeconomic implications. This study presents a 

revised comparative evaluation of machine learning models for student dropout prediction 

using Learning Management System (LMS) analytics and Explainable Artificial Intelligence 

(XAI). To address methodological concerns related to data leakage, class imbalance, and the 

use of post-outcome variables, the experimental workflow was redesigned using a leakage-free 

pipeline. The train-test split was performed before preprocessing, encoding, scaling, and 

SMOTE balancing. All transformations were fitted only on training data, and SMOTE was 

applied exclusively within the training set and cross-validation folds. Two scenarios were 

evaluated: a diagnostic scenario including final_grade and an early-warning scenario excluding 

final_grade. In the early-warning scenario, Random Forest achieved the best overall balance in 

repeated stratified cross-validation, with Accuracy = 0.9586 +/- 0.0207, Precision = 0.8689 +/- 

0.1482, F1-score = 0.7403 +/- 0.1205, and ROC-AUC = 0.9742 +/- 0.0237. K-Nearest 

Neighbors achieved the highest Recall = 0.7933 +/- 0.1867, indicating greater sensitivity for 

detecting dropout cases. SHAP analysis of the Random Forest early-warning model showed 

that late_submissions, resource_views, login_frequency, forum_participation, 

task_submissions, and connection_time were the most influential predictors. The results 

suggest that explainable machine learning can support transparent and responsible early-

warning systems for virtual higher education when models are validated with leakage-free 

procedures and interpreted under ethical safeguards. 

Keywords: Student Dropout Prediction; Learning Analytics; Educational Data Mining; 

Explainable Artificial Intelligence; SHAP; Random Forest; Virtual Learning Environments 

1. Introduction 

Student dropout in virtual learning environments has become one of the most critical challenges 

in contemporary higher education because of its significant academic, institutional, and 

socioeconomic implications. The accelerated growth of online education and the widespread 
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adoption of Learning Management Systems (LMSs) have increased the need for predictive 

mechanisms capable of identifying students at risk of academic attrition at early stages [1], [2]. 

Learning Analytics and Educational Data Mining make it possible to analyze educational data 

generated through student interactions within virtual learning platforms. LMS environments 

continuously generate behavioral, academic, and interaction-based information that can be 

used to identify patterns associated with engagement, academic performance, and dropout risk 

[1], [2], [7]. 

Previous studies have demonstrated that variables such as login frequency, connection time, 

forum participation, resource visualization, and task submissions are associated with academic 

performance and student retention in LMS-based environments [3], [4], [7]. Consequently, 

machine learning-based predictive approaches have been increasingly used to identify students 

at risk of dropout in virtual education environments [5], [6]. 

In virtual and distance education, dropout risk is not only an academic performance problem 

but also a multidimensional process influenced by engagement, time management, 

participation, access to learning resources, socioeconomic conditions, and the design of 

institutional support mechanisms [1], [7]. For this reason, predictive models are useful only 

when they generate timely and interpretable information that can be translated into preventive 

academic actions before withdrawal occurs [10], [15], [19]. 

LMS analytics offers a relevant source of early evidence because it captures behavioral traces 

produced during the learning process. Variables such as frequency of access, resource views, 

forum participation, assignment submission behavior, delayed submissions, and connection 

time can reveal changes in student engagement before final academic outcomes are available 

[4], [7], [9]. These indicators are particularly important in virtual learning environments, where 

reduced interaction may remain less visible than in face-to-face education [1], [8]. 

However, the development of dropout prediction models requires careful methodological 

design. In small and imbalanced educational datasets, performance estimates may be inflated 

if preprocessing, scaling, encoding, imputation, or oversampling are applied before separating 

training and testing data [5], [6], [10]. Similarly, the inclusion of final academic outcomes, 

such as final grades, may create a diagnostic model rather than a true early-warning model. 

Therefore, distinguishing between diagnostic prediction and early-warning prediction is 

essential for practical institutional use [15], [19]. 

Based on these considerations, the present study emphasizes a leakage-free experimental 

pipeline and explicitly compares two scenarios: a diagnostic scenario including final_grade and 

an early-warning scenario excluding final_grade. The revised contribution is not limited to 

reporting high predictive performance; rather, it seeks to provide a transparent, reproducible, 

and interpretable framework that supports responsible student-retention strategies in virtual 

higher education [10], [15], [19]. 
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A. Research Gap and Contribution 

Although previous studies have achieved high predictive performance in dropout classification, 

several limitations remain regarding data leakage prevention, validation stability, temporal 

generalization, and pedagogical explainability [5], [6], [15]. Most existing studies emphasize 

predictive performance metrics while giving less attention to whether the predictors are 

available at the moment of early intervention and whether model outputs can be translated into 

responsible institutional actions [10], [19], [20]. 

This study contributes by evaluating machine learning models under a revised leakage-free 

pipeline, comparing diagnostic and early-warning scenarios, applying repeated stratified 

validation, and using SHAP explanations to interpret the selected early-warning model. In this 

way, the study connects predictive modeling with transparent decision support for virtual 

higher education [10], [15], [19]. 

• RQ1. Which LMS interaction and academic-behavioral variables significantly influence student 

dropout prediction in virtual learning environments? 

• RQ2. Which machine learning models achieve the best predictive performance for identifying 

students at risk of dropout? 

• RQ3. How does SHAP contribute to the interpretability of predictive models applied to dropout 

classification? 

2. Literature review 

Recent literature demonstrates substantial growth in the use of Learning Analytics, Educational 

Data Mining, and Machine Learning techniques for student dropout prediction in virtual 

learning environments [1], [2], [7]. Multiple investigations have employed datasets derived 

from LMS platforms such as Moodle and OULAD to identify behavioral patterns associated 

with academic risk [4], [7], [8]. 

Explainable Artificial Intelligence techniques have gained relevance due to the demand for 

transparent and interpretable predictive systems in education [10], [15]. SHAP has become one 

of the most widely adopted techniques for understanding feature importance and explaining 

individual predictions in educational analytics and academic-risk modeling [15], [16], [22]. 

Table 1. Representative studies on student dropout prediction and explainable 

educational analytics 

Author/Year Objective Models Contribution 

Tamada et al., 

2022 

Dropout prediction 

using LMS logs 
Random Forest 

Early warning systems based 

on LMS interaction data 

Cho et al., 2023 
University dropout 

prediction 
LightGBM / RF 

Class balancing and 

ensemble comparison 
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Ujkani et al., 

2024 

At-risk student 

identification 
ML + XAI 

Integration of explainability 

mechanisms 

Baniata et al., 

2024 

Academic performance 

prediction 
GRU / RNN 

Sequential deep learning 

approaches 

Ahmed et al., 

2025 

Explainable academic 

prediction 

XGBoost / 

CatBoost 

Modern explainable ML for 

decision support 

Sartana et al., 

2025 

Online at-risk student 

prediction 

CatBoost / 

XGBoost 

Behavioral analytics and 

engagement patterns 

Source: Own elaboration. 

The reviewed literature confirms that ensemble-based models often outperform traditional 

algorithms in educational risk prediction [5], [6], [10]. However, many studies continue to 

focus primarily on performance metrics, whereas early-warning systems also require leakage-

free validation, predictor availability before final outcomes, ethical governance, and 

interpretable outputs that can support educational interventions [15], [19], [20]. 

3. Methodology 

A. Dataset Description 

The dataset consisted of 290 student records collected from academic and LMS-based 

educational activities in virtual learning environments. The target variable was student dropout 

status, coded as 0 for non-dropout students and 1 for dropout students. The original class 

distribution was highly imbalanced, with 264 non-dropout cases and 26 dropout cases, 

corresponding to approximately 91.03% non-dropout students and 8.97% dropout students. 

The predictor variables considered in the study were course, age, gender, socioeconomic_level, 

employed, semester, login_frequency, forum_participation, task_submissions, 

late_submissions, connection_time, resource_views, and final_grade. The student identifier 

variable was removed before model training to avoid introducing non-informative or 

potentially identifying information into the predictive models. 

B. Experimental Design 

To address the risk of data leakage and ensure methodological validity, the experimental 

pipeline was redesigned so that the train-test split was performed before any preprocessing, 

scaling, encoding, or class-balancing operation. This procedure ensured that information from 

the test set was not used during model training or data transformation, a key requirement in 

reliable machine learning evaluation [5], [10]. 

All preprocessing operations were fitted exclusively on the training data. The learned 

transformations were then applied to the test data. This procedure was implemented using 

machine learning pipelines to guarantee that imputation, encoding, scaling, and SMOTE were 

applied in the correct order and only within the training process. 

The revised pipeline followed these steps: 
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1. Load the original dataset. 

2. Remove the student identifier variable. 

3. Separate predictor variables and the target variable. 

4. Apply a stratified train-test split. 

5. Fit imputation, encoding, and scaling only on the training set. 

6. Apply SMOTE only to the transformed training set. 

7. Train the machine learning models using the balanced training data. 

8. Evaluate the models on the original, non-SMOTE test set. 

9. Perform repeated stratified cross-validation with preprocessing and SMOTE applied inside 

each fold. 

Figure 1. Detailed leakage-free experimental procedure for early-warning dropout 

prediction. 

Source: Own elaboration. 

Figure 1 presents the detailed experimental procedure adopted in this study. The workflow 

begins with the original institutional dataset and proceeds through target definition, predictor 

screening, and the definition of two analytical scenarios: a diagnostic scenario including 

final_grade and an early-warning scenario excluding final_grade. To prevent data leakage, the 

stratified train-test split is performed before any preprocessing or class-balancing operation. 

Imputation, one-hot encoding, standardization, and SMOTE are fitted only on the training data, 

while the test set remains untouched. The validation stage combines independent hold-out 

testing with repeated stratified cross-validation, where preprocessing and SMOTE are executed 
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inside each training fold. Finally, the selected early-warning model is interpreted using SHAP 

and deployed through a Streamlit web application for decision-support purposes. 

C. Data Preprocessing 

The preprocessing strategy was implemented through a ColumnTransformer and machine 

learning pipeline. Numerical variables were processed using median imputation followed by 

standardization with StandardScaler. Categorical variables were processed using most-frequent 

imputation followed by One-Hot Encoding. One-Hot Encoding was used instead of label 

encoding to avoid imposing artificial ordinal relationships among nominal categorical variables 

[2], [10]. 

D. Class Imbalance Treatment 

The dataset presented a severe class imbalance, with only 26 dropout cases out of 290 records. 

To address this imbalance, SMOTE was applied only to the training data after preprocessing 

and never to the test set. SMOTE is a common oversampling strategy for imbalanced 

classification tasks because it generates synthetic minority-class samples in the training space 

[21]. 

 

 

 

 

 

 

 

 

Figure 2. Class distribution before and after SMOTE in the training data. 

Source: Own elaboration. 

Figure 2 clarifies how class imbalance was handled in the revised experiment. SMOTE 

balanced only the training set by increasing dropout cases to match the non-dropout cases, 

while the test set preserved the original distribution. This is important because the goal is to 

train models under a balanced learning condition without artificially modifying the evaluation 

set [21]. 

E. Machine Learning Models 

Five supervised machine learning models were evaluated: Logistic Regression, K-Nearest 

Neighbors, Decision Tree, Random Forest, and XGBoost. Logistic Regression was used as an 

interpretable baseline model, K-Nearest Neighbors as a distance-based classifier, Decision 
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Tree as a rule-based classifier, and Random Forest and XGBoost as ensemble-based models 

commonly used in educational prediction tasks [5], [6], [7], [23], [24]. 

F. Mathematical Formulation of the Predictive Models 

The dropout prediction task was formulated as a binary classification problem, where y = 1 

represents a dropout student and y = 0 represents a non-dropout student. The evaluated models 

were selected to represent different learning principles, including linear probabilistic 

classification, distance-based classification, tree-based decision rules, bagging, and boosting. 

Logistic Regression estimates the probability of dropout by applying a sigmoid function to a 

linear combination of predictor variables: 

P(y = 1 | X) = 1 / {1 + exp[-(β0 + β1x1 + β2x2 + ... + βnxn)]} 

where X = (x1, x2, ..., xn) represents the predictor vector and βi are the model coefficients. 

K-Nearest Neighbors classifies each student according to the majority class among the k closest 

observations. The distance between two observations xi and xj was computed using the 

Euclidean distance: 

d(xi, xj) = sqrt(Σm=1..n (xim - xjm)^2) 

Decision Tree models generate hierarchical decision rules by recursively splitting the feature 

space according to variables that reduce node impurity. The Gini impurity criterion is defined 

as: 

Gini = 1 - Σc=1..C pc^2 

where pc represents the proportion of samples belonging to class c in a given node. 

Random Forest aggregates multiple decision trees trained on bootstrap samples and random 

subsets of features. The final prediction is obtained by majority voting among the individual 

trees: 

ŷ = mode{h1(X), h2(X), ..., hT(X)} 

where hT(X) represents the prediction of the T-th tree. 

XGBoost builds an additive ensemble of decision trees, where each new tree is trained to 

correct the residual errors of previous learners. The prediction for observation i can be 

expressed as: 

ŷi = Σk=1..K fk(xi) 

and the regularized objective function is defined as: 

Obj = Σi=1..N l(yi, ŷi) + Σk=1..K Ω(fk) 

where l(yi, ŷi) is the loss function and Ω(fk) is the regularization term that controls model 

complexity. These formulations clarify the computational logic of the selected models and 

justify the comparison between interpretable baseline algorithms and high-performance 

ensemble methods. 
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G. Evaluation Metrics 

Model performance was evaluated using Accuracy, Precision, Recall, F1-score, ROC-AUC, 

and repeated stratified cross-validation. These metrics were computed from the confusion 

matrix components: True Positives (TP), True Negatives (TN), False Positives (FP), and False 

Negatives (FN). In dropout prediction, False Negatives are especially critical because they 

represent students at risk who are not identified by the model. 

Accuracy = (TP + TN) / (TP + TN + FP + FN) 

Precision = TP / (TP + FP) 

Recall = TP / (TP + FN) 

F1-score = 2 × (Precision × Recall) / (Precision + Recall) 

ROC-AUC evaluates the ability of the model to discriminate between dropout and non-dropout 

students across different decision thresholds. Repeated stratified cross-validation was used to 

estimate model stability across different data partitions while preserving the class distribution 

in each fold. 

Because the dataset was highly imbalanced, Accuracy was not interpreted as the only indicator 

of performance. Greater emphasis was placed on Precision, Recall, F1-score, and ROC-AUC. 

Recall was considered important because missing at-risk students may prevent timely academic 

intervention, while Precision was also relevant because excessive false positives may generate 

unnecessary institutional alerts. 

H. Validation Strategy 

Model performance was evaluated using an 80/20 stratified hold-out test set and repeated 

stratified cross-validation. The following metrics were calculated: Accuracy, Precision, Recall, 

F1-score, and ROC-AUC. Because dropout prediction is an imbalanced classification problem, 

Accuracy was not interpreted alone; Precision, Recall, F1-score, and ROC-AUC were 

emphasized to provide a more complete evaluation [5], [6], [10]. 

I. Experimental Scenarios 

Two experimental scenarios were conducted. Scenario A included final_grade and was 

interpreted as a diagnostic scenario because final academic performance may only be available 

at or near the end of the academic period. Scenario B excluded final_grade and was considered 

the early-warning scenario because it used only variables available during the learning process. 

Table 2. Diagnostic versus early-warning scenario comparison for ensemble models 

Scenario Model Accuracy Precision Recall F1-score 
ROC-

AUC 

With 

final_grade 

Random 

Forest 

0.9828 +/- 

0.0167 

0.9211 +/- 

0.0982 

0.8844 

+/- 

0.1198 

0.8997 

+/- 

0.0998 

0.9881 

+/- 

0.0232 
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Without 

final_grade 

Random 

Forest 

0.9586 +/- 

0.0207 

0.8689 +/- 

0.1482 

0.6689 

+/- 

0.1608 

0.7403 

+/- 

0.1205 

0.9742 

+/- 

0.0237 

With 

final_grade 
XGBoost 

0.9828 +/- 

0.0126 

0.9225 +/- 

0.0992 

0.8978 

+/- 

0.0962 

0.9042 

+/- 

0.0682 

0.9789 

+/- 

0.0418 

Without 

final_grade 
XGBoost 

0.9517 +/- 

0.0261 

0.7990 +/- 

0.1937 

0.6644 

+/- 

0.1715 

0.7105 

+/- 

0.1494 

0.9622 

+/- 

0.0403 

Source: Own elaboration. 

Table 2 compares the performance of the two ensemble models, Random Forest and XGBoost, 

under the diagnostic scenario with final_grade and the early-warning scenario without 

final_grade. The results show that both models achieved higher performance when final_grade 

was included, confirming the strong predictive influence of final academic outcomes. 

However, when final_grade was removed, the models still maintained strong ROC-AUC 

values, particularly Random Forest with 0.9742 ± 0.0237, indicating that LMS interaction and 

academic-behavioral variables retain relevant predictive capacity for early-warning purposes. 

Random Forest showed the best overall balance in the early-warning scenario, while XGBoost 

presented slightly lower but still competitive performance. 

Figure 3. Before-and-after performance comparison with and without final_grade. 

 

 

 

 

 

 

 

 

 

 

Source: Own elaboration. 

Table 2 and Figure 3 show the expected reduction in performance after removing final_grade. 

This reduction is methodologically meaningful rather than negative: the scenario without 

final_grade provides a more realistic early-warning evaluation because it excludes a post-

outcome academic variable. 
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E. Machine Learning Models 

Five supervised machine learning models were evaluated: Logistic Regression, K-Nearest 

Neighbors, Decision Tree, Random Forest, and XGBoost. Logistic Regression was used as an 

interpretable baseline model, K-Nearest Neighbors as a distance-based classifier, Decision 

Tree as a rule-based classifier, and Random Forest and XGBoost as ensemble-based models 

commonly used in educational prediction tasks [5], [6], [7], [23], [24]. 

F. Mathematical Formulation of the Predictive Models 

The dropout prediction task was formulated as a binary classification problem, where y = 1 

represents a dropout student and y = 0 represents a non-dropout student. The evaluated models 

were selected to represent different learning principles, including linear probabilistic 

classification, distance-based classification, tree-based decision rules, bagging, and boosting. 

Logistic Regression estimates the probability of dropout by applying a sigmoid function to a 

linear combination of predictor variables: 

P(y = 1 | X) = 1 / {1 + exp[-(β0 + β1x1 + β2x2 + ... + βnxn)]} 

where X = (x1, x2, ..., xn) represents the predictor vector and βi are the model coefficients. 

K-Nearest Neighbors classifies each student according to the majority class among the k closest 

observations. The distance between two observations xi and xj was computed using the 

Euclidean distance: 

d(xi, xj) = sqrt(Σm=1..n (xim - xjm)^2) 

Decision Tree models generate hierarchical decision rules by recursively splitting the feature 

space according to variables that reduce node impurity. The Gini impurity criterion is defined 

as: 

Gini = 1 - Σc=1..C pc^2 

where pc represents the proportion of samples belonging to class c in a given node. 

Random Forest aggregates multiple decision trees trained on bootstrap samples and random 

subsets of features. The final prediction is obtained by majority voting among the individual 

trees: 

ŷ = mode{h1(X), h2(X), ..., hT(X)} 

where hT(X) represents the prediction of the T-th tree. 

XGBoost builds an additive ensemble of decision trees, where each new tree is trained to 

correct the residual errors of previous learners. The prediction for observation i can be 

expressed as: 

ŷi = Σk=1..K fk(xi) 

and the regularized objective function is defined as: 

Obj = Σi=1..N l(yi, ŷi) + Σk=1..K Ω(fk) 
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where l(yi, ŷi) is the loss function and Ω(fk) is the regularization term that controls model 

complexity. These formulations clarify the computational logic of the selected models and 

justify the comparison between interpretable baseline algorithms and high-performance 

ensemble methods. 

G. Evaluation Metrics 

Model performance was evaluated using Accuracy, Precision, Recall, F1-score, ROC-AUC, 

and repeated stratified cross-validation. These metrics were computed from the confusion 

matrix components: True Positives (TP), True Negatives (TN), False Positives (FP), and False 

Negatives (FN). In dropout prediction, False Negatives are especially critical because they 

represent students at risk who are not identified by the model. 

Accuracy = (TP + TN) / (TP + TN + FP + FN) 

Precision = TP / (TP + FP) 

Recall = TP / (TP + FN) 

F1-score = 2 × (Precision × Recall) / (Precision + Recall) 

ROC-AUC evaluates the ability of the model to discriminate between dropout and non-dropout 

students across different decision thresholds. Repeated stratified cross-validation was used to 

estimate model stability across different data partitions while preserving the class distribution 

in each fold. 

Because the dataset was highly imbalanced, Accuracy was not interpreted as the only indicator 

of performance. Greater emphasis was placed on Precision, Recall, F1-score, and ROC-AUC. 

Recall was considered important because missing at-risk students may prevent timely academic 

intervention, while Precision was also relevant because excessive false positives may generate 

unnecessary institutional alerts 

H. Validation Strategy 

Model performance was evaluated using an 80/20 stratified hold-out test set and repeated 

stratified cross-validation. The following metrics were calculated: Accuracy, Precision, Recall, 

F1-score, and ROC-AUC. Because dropout prediction is an imbalanced classification problem, 

Accuracy was not interpreted alone; Precision, Recall, F1-score, and ROC-AUC were 

emphasized to provide a more complete evaluation [5], [6], [10]. 

I. Experimental Scenarios 

Two experimental scenarios were conducted. Scenario A included final_grade and was 

interpreted as a diagnostic scenario because final academic performance may only be available 

at or near the end of the academic period. Scenario B excluded final_grade and was considered 

the early-warning scenario because it used only variables available during the learning process. 

Table 2. Diagnostic versus early-warning scenario comparison for ensemble models 
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Scenario Model Accuracy Precision Recall F1-score 
ROC-

AUC 

With 

final_grade 

Random 

Forest 

0.9828 +/- 

0.0167 

0.9211 +/- 

0.0982 

0.8844 

+/- 

0.1198 

0.8997 

+/- 

0.0998 

0.9881 

+/- 

0.0232 

Without 

final_grade 

Random 

Forest 

0.9586 +/- 

0.0207 

0.8689 +/- 

0.1482 

0.6689 

+/- 

0.1608 

0.7403 

+/- 

0.1205 

0.9742 

+/- 

0.0237 

With 

final_grade 
XGBoost 

0.9828 +/- 

0.0126 

0.9225 +/- 

0.0992 

0.8978 

+/- 

0.0962 

0.9042 

+/- 

0.0682 

0.9789 

+/- 

0.0418 

Without 

final_grade 
XGBoost 

0.9517 +/- 

0.0261 

0.7990 +/- 

0.1937 

0.6644 

+/- 

0.1715 

0.7105 

+/- 

0.1494 

0.9622 

+/- 

0.0403 

Source: Own elaboration. 

Table 2 compares the performance of the two ensemble models, Random Forest and XGBoost, 

under the diagnostic scenario with final_grade and the early-warning scenario without 

final_grade. The results show that both models achieved higher performance when final_grade 

was included, confirming the strong predictive influence of final academic outcomes. 

However, when final_grade was removed, the models still maintained strong ROC-AUC 

values, particularly Random Forest with 0.9742 ± 0.0237, indicating that LMS interaction and 

academic-behavioral variables retain relevant predictive capacity for early-warning purposes. 

Random Forest showed the best overall balance in the early-warning scenario, while XGBoost 

presented slightly lower but still competitive performance. 

Figure 3. Before-and-after performance comparison with and without final_grade 

 

Source: Own elaboration. 

Table 2 and Figure 3 show the expected reduction in performance after removing final_grade. 

This reduction is methodologically meaningful rather than negative: the scenario without 
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final_grade provides a more realistic early-warning evaluation because it excludes a post-

outcome academic variable. 

J. Explainability Analysis 

SHAP was used to interpret the selected model in the early-warning scenario. The 

explainability analysis included global feature importance, SHAP summary plots, dependence 

plots, and individual-level explanations. These outputs were used to identify which LMS 

interaction and academic-behavioral variables contributed most strongly to dropout-risk 

prediction [15], [16], [22]. 

K. Reproducibility 

The revised implementation was organized into independent scripts for model training, 

validation, and explainability analysis. The workflow starts from the original dataset rather 

than from a preprocessed or balanced dataset. Trained models were saved as complete 

pipelines, including preprocessing, SMOTE, and the classifier, ensuring that future predictions 

apply the same transformations used during training. 

4.  Results and discussion 

A. Comparative Performance in the Early-Warning Scenario 

The main comparative analysis was conducted using the experimental scenario that excluded 

final_grade. This scenario is more relevant for early intervention because it uses variables 

available during the learning process rather than final academic outcomes. This distinction is 

consistent with the purpose of educational early-warning systems, which aim to identify risk 

before withdrawal or course completion [7], [15], [19]. 

Table 3. Comparative performance of machine learning models without final_grade 

Model Accuracy Precision Recall F1-score ROC-AUC 

Logistic 

Regression 

0.9333 +/- 

0.0259 

0.6342 +/- 

0.1509 

0.7156 +/- 

0.1445 

0.6605 +/- 

0.1100 

0.9656 +/- 

0.0331 

K-Nearest 

Neighbors 

0.9126 +/- 

0.0255 

0.5069 +/- 

0.1000 

0.7933 +/- 

0.1867 

0.6155 +/- 

0.1238 

0.9107 +/- 

0.0695 

Decision Tree 
0.9230 +/- 

0.0361 

0.6031 +/- 

0.1957 

0.6400 +/- 

0.2048 

0.6004 +/- 

0.1607 

0.7954 +/- 

0.1057 

Random Forest 
0.9586 +/- 

0.0207 

0.8689 +/- 

0.1482 

0.6689 +/- 

0.1608 

0.7403 +/- 

0.1205 

0.9742 +/- 

0.0237 

XGBoost 
0.9517 +/- 

0.0261 

0.7990 +/- 

0.1937 

0.6644 +/- 

0.1715 

0.7105 +/- 

0.1494 

0.9622 +/- 

0.0403 

Source: Own elaboration. 

Random Forest achieved the best overall performance in the early-warning scenario, with the 

highest Accuracy, Precision, F1-score, and ROC-AUC among the evaluated models. This 
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result is consistent with prior research showing the usefulness of ensemble models for 

heterogeneous and imbalanced educational datasets [5], [6], [7], [23]. K-Nearest Neighbors 

obtained the highest Recall, suggesting that it was more sensitive for detecting dropout cases 

but generated more false positive alerts. 

Table 4. Hold-out test performance without final_grade 

Model Accuracy Precision Recall F1-score ROC-AUC 

Logistic 

Regression 
0.9310 0.6000 0.6000 0.6000 0.9623 

K-Nearest 

Neighbors 
0.9138 0.5000 0.8000 0.6154 0.9528 

Decision Tree 0.9138 0.5000 0.4000 0.4444 0.6811 

Random Forest 0.9310 0.6667 0.4000 0.5000 0.9774 

XGBoost 0.9310 0.6667 0.4000 0.5000 0.9736 

Source: Own elaboration. 

The hold-out test results provide an additional independent evaluation using the original non-

SMOTE test set. Because the dataset is small and contains only a limited number of dropout 

cases, the repeated stratified cross-validation results were considered more reliable for model 

comparison, as they reduce dependence on a single split [5], [10]. 

Figure 4. ROC-AUC comparison across models in the early-warning scenario. 

Source: Own elaboration. 

 

 

 

 

 

 

 

Figure 4 compares the ROC-AUC values obtained by the evaluated models in the early-

warning scenario without final_grade. Random Forest achieved the highest ROC-AUC value 

(0.9742), followed by Logistic Regression (0.9656) and XGBoost (0.9622). These results 

indicate that the ensemble-based Random Forest model provided the strongest discrimination 

between dropout and non-dropout students when only variables available during the course 

were used. 

The figure also shows that K-Nearest Neighbors maintained a competitive ROC-AUC value 

(0.9107), whereas Decision Tree obtained the lowest ROC-AUC value (0.7954). This suggests 
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that individual tree-based rules were less stable than ensemble-based aggregation in this 

dataset, a pattern also observed in previous studies of educational risk prediction [5], [6], [23]. 

Because the dataset is small and imbalanced, the ROC-AUC comparison should be interpreted 

together with Precision, Recall, and F1-score rather than as an isolated criterion [10]. 

B. Confusion Matrix Analysis 

The confusion matrix provides a detailed view of the classification behavior of the selected 

Random Forest model in the hold-out test set. In the early-warning scenario, the test set 

contained 58 observations. The Random Forest model correctly classified 52 non-dropout 

students and 2 dropout students, with 1 false positive and 3 false negatives. In dropout 

prediction, false negatives are especially important because they correspond to students at risk 

who are not identified by the system. 

 

 

 

 

 

 

 

 

 

Figure 5. Confusion matrix for the Random Forest early-warning model without 

final_grade. 

Source: Own elaboration. 

Figure 5 presents the confusion matrix for the Random Forest model evaluated on the hold-out 

test set in the early-warning scenario. The test set contained 58 observations, preserving the 

original class imbalance. The model correctly classified 52 non-dropout students and 2 dropout 

students, while producing 1 false positive and 3 false negatives. 

This result illustrates the trade-off faced by early-warning systems. The low number of false 

positives indicates that most students flagged as at risk were relevant alerts. However, the 

presence of false negatives shows that some dropout cases were not detected. For institutional 

practice, this means that the model should support, but not replace, human academic 

monitoring and advisor judgment [15], [19], [20]. 

C. Explainability Analysis Using SHAP 

SHAP analysis was applied to improve the interpretability of the selected early-warning model. 

Based on the repeated stratified cross-validation results, Random Forest was selected for the 
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explainability analysis because it achieved the best overall balance among Accuracy, Precision, 

F1-score, and ROC-AUC in the scenario without final_grade [15], [22], [23]. 

The SHAP analysis focused only on variables that can be observed during the learning process, 

such as LMS interaction patterns, participation indicators, assignment behavior, and academic 

progression. This design aligns the interpretation with early-warning objectives and avoids 

explanations dominated by final academic outcomes [7], [15], [19]. 

Table 5. SHAP feature importance without final_grade 

Rank Variable SHAP importance 

1 late_submissions 0.1159 

2 resource_views 0.1103 

3 login_frequency 0.0830 

4 forum_participation 0.0783 

5 task_submissions 0.0574 

6 connection_time 0.0465 

7 Semester 0.0164 

Source: Own elaboration. 

The most influential variable in the early-warning model was late_submissions, indicating that 

delayed submission behavior is an important signal of dropout risk. resource_views, 

login_frequency, and forum_participation also showed relevant contributions, suggesting that 

resource access, LMS access patterns, and asynchronous participation are important behavioral 

indicators in virtual education [4], [7], [9]. 

Task_submissions and connection_time also contributed to the model predictions. Together, 

these variables provide evidence about academic activity completion, persistence, and active 

participation in the course. These indicators have been reported as relevant components of 

LMS-based academic-risk prediction and student engagement analysis [4], [7], [8]. 

 

 

 

 

 

 

 

Figure 6. Global SHAP importance for the Random Forest early-warning model 

without final_grade. 
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Source: Own elaboration. 

Figure 6 ranks the variables according to their mean absolute SHAP contribution in the 

Random Forest early-warning model. The most influential predictors were late_submissions, 

resource_views, login_frequency, forum_participation, task_submissions, and 

connection_time. Unlike the previous diagnostic analysis, final_grade is not included, which 

confirms that the explanation is based on behavioral indicators available during the course. 

The ranking is pedagogically meaningful because the most relevant variables correspond to 

observable LMS engagement and academic-behavioral patterns 

These variables can be monitored by tutors, academic advisors, or program coordinators to 

prioritize timely support actions before the end of the academic period [7], [15], [19]. 

 

 

 

 

 

 

 

 

Figure 7. SHAP summary plot for the Random Forest early-warning model without 

final_grade. 

Source: Own elaboration. 

Figure 7 complements the global importance plot by showing both the magnitude and direction 

of the SHAP contributions. Each point represents one student record, and its horizontal position 

indicates whether the variable increases or decreases the predicted dropout-risk score. The 

color scale represents the relative value of each variable after preprocessing. 

The plot confirms that dropout risk is not explained by a single factor. Instead, the model 

combines several behavioral signals, including delayed submissions, lower interaction with 

resources, reduced login patterns, limited participation in forums, fewer task submissions, and 

reduced connection time. This multidimensional explanation is more useful for intervention 

design than a model dominated by final academic performance [10], [15], [22]. 

The SHAP visualizations confirm that the early-warning model is primarily driven by LMS 

engagement and academic-behavioral variables. Higher dropout-risk contributions are 

associated with patterns such as delayed submissions, reduced access to learning resources, 

lower login frequency, limited participation in forums, fewer submitted tasks, and reduced 

connection time [4], [7], [15]. 
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D. SHAP Dependence Plots 

The SHAP dependence plots provide a variable-by-variable interpretation of how relevant 

predictors influence the Random Forest dropout-risk output. Positive SHAP values increase 

the probability of being classified as a dropout student, whereas negative SHAP values reduce 

the predicted risk. These plots are useful because they reveal nonlinear patterns and threshold 

effects that are not visible in the global importance ranking [22]. 

 

 

 

 

 

 

 

 

Figure 8. SHAP dependence plot for late_submissions. 

Source: Own elaboration. 

Figure 8 shows the dependence relationship between late_submissions and its SHAP 

contribution to dropout-risk prediction. The plot indicates that delayed submission behavior is 

one of the strongest early-warning indicators. Students with higher levels of late submissions 

tend to receive SHAP contributions that push the prediction toward higher dropout risk. 

This pattern has direct educational relevance. Late submissions may reflect difficulties in time 

management, course organization, academic motivation, workload, or access conditions. 

Therefore, monitoring delayed submission patterns can help institutions trigger early 

reminders, tutoring, or academic follow-up before disengagement becomes irreversible [7], 

[15], [19]. 

 

 

 

 

 

 

 

Figure 9. SHAP dependence plot for resource_views. 
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Source:Own elaboration 

Figure 9 presents the dependence plot for resource_views. The results indicate that interaction 

with learning resources contributes substantially to the model's estimation of dropout risk. 

Lower engagement with digital materials tends to be associated with higher risk contributions, 

while stronger resource access generally contributes to lower predicted risk. 

This variable is particularly useful in virtual education because it captures whether students are 

interacting with course content outside synchronous or direct communication spaces. Reduced 

resource consultation may indicate weak study habits, lack of orientation in the LMS, limited 

access to technology, or disengagement from course activities [4], [8]. 

 

 

 

 

 

 

 

Figure 10. SHAP dependence plot for forum_participation. 

Source: Own elaboration. 

Figure 10 illustrates how forum_participation influences the Random Forest early-warning 

model. Lower participation in discussion forums tends to increase dropout-risk contributions, 

whereas stronger participation is generally associated with lower risk. This confirms the 

importance of asynchronous interaction in virtual learning environments. 

Forum participation is not only a behavioral variable but also a proxy for social and academic 

engagement. Students who do not participate in forums may experience academic isolation, 

weak peer interaction, or limited communication with tutors. Consequently, forum activity can 

be used as a practical indicator for identifying students who may need encouragement or closer 

accompaniment [1], [7], [15]. 

 

 

 

 

 

 

Figure 11. SHAP dependence plot for task_submissions. 
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Source: Own elaboration. 

Figure 11 presents the dependence plot for task_submissions. The results show that assignment 

completion contributes to dropout-risk prediction because students with fewer submitted tasks 

tend to show higher risk contributions, while students with more consistent submission 

behavior tend to show lower predicted risk. 

This finding is consistent with the pedagogical interpretation of task submission as an indicator 

of academic responsibility, persistence, and continuity in the course. For an early-warning 

system, task submission records can support concrete interventions such as feedback 

reinforcement, personalized reminders, and monitoring of students who stop submitting 

activities [4], [7], [19]. 

 

 

 

 

 

 

Figure 12. SHAP dependence plot for connection_time. 

Source: Own elaboration. 

Figure 12 shows the relationship between connection_time and its SHAP contribution. Lower 

connection time tends to be associated with higher dropout-risk contributions, whereas 

sustained connection time is generally associated with lower risk. This suggests that time spent 

in the LMS provides complementary evidence of persistence and engagement. 

However, connection_time should be interpreted carefully. Spending more time in the platform 

does not automatically imply better learning, and low connection time may also reflect efficient 

study habits or external connectivity constraints. Therefore, this variable should be combined 

with other indicators such as task submissions, resource views, and forum participation when 

designing intervention strategies. 

From an educational perspective, these explanations support targeted intervention strategies. 

Students with frequent late submissions, low resource views, reduced login frequency, limited 

forum participation, or decreasing task submission activity can be prioritized for academic 

support. Such interventions may include personalized tutoring, reminders, feedback 

reinforcement, motivational follow-up, or guidance on time management and course navigation 

[7], [15], [19]. 

Limitations, ethical considerations, and responsible use 

A. Limitations 
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This study has several limitations. First, the dataset was relatively small, containing 290 student 

records, with only 26 dropout cases. Although SMOTE was applied only within the training 

data and cross-validation folds, the limited number of dropout cases may still affect the stability 

and generalizability of the results [5], [10], [21]. 

Second, the results are based on a specific educational context and should not be generalized 

automatically to other institutions, programs, courses, or student populations. External 

validation using datasets from other cohorts, semesters, programs, or institutions is necessary 

before deploying the model in broader educational contexts [7], [10], [19]. 

Third, the study did not include temporal validation using future cohorts. Temporal validation 

is especially important in dropout prediction because early-warning systems should generalize 

to students from subsequent academic periods [1], [7], [19]. Future research should evaluate 

the model using a temporally separated training and testing design. 

Fourth, the diagnostic scenario including final_grade should not be interpreted as an early-

warning model because final academic outcomes may not be available when timely support 

actions are required. The early-warning scenario without final_grade is more practically 

relevant, but its performance was lower, reflecting the greater difficulty of predicting dropout 

using only variables available during the course. 

Fifth, the study did not perform extensive hyperparameter optimization or nested cross-

validation. Future research should incorporate nested validation strategies when 

hyperparameter tuning is performed to avoid optimistic performance estimates. 

Finally, the proposed model was not evaluated through a real institutional intervention process. 

Therefore, the study demonstrates predictive and explanatory potential, but it does not yet 

provide evidence that model-based alerts improve student retention outcomes. 

The use of machine learning for student dropout prediction involves important ethical and 

privacy considerations. The dataset included academic, sociodemographic, and LMS 

interaction variables, which may be sensitive in educational contexts. Therefore, predictive 

modeling should be conducted under principles of privacy protection, data minimization, 

transparency, fairness, and responsible use [10], [15], [20]. 

The use of machine learning for student dropout prediction involves important ethical and 

privacy considerations. The dataset included academic, sociodemographic, and LMS 

interaction variables, which may be sensitive in educational contexts. Predictive modeling 

should therefore be conducted under strict principles of privacy protection, data minimization, 

transparency, fairness, and responsible use. 

Student identifiers were removed before model training to reduce the risk of direct 

identification. Future implementations should use anonymized or pseudonymized data 

whenever possible, restrict access to authorized personnel, and follow institutional data 

protection policies. 
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Dropout-risk prediction should be preventive and supportive, not punitive. Model predictions 

should not be used to stigmatize students, restrict opportunities, make automatic academic 

decisions, or replace professional judgment. Predictions should be combined with academic 

context, advisor knowledge, student communication, and institutional follow-up procedures. 

Fairness is also a central concern. Variables such as gender, socioeconomic level, employment 

status, and age may be associated with structural inequalities that affect educational 

persistence. Future work should include fairness analyses to evaluate whether model 

performance differs across demographic or socioeconomic groups [10], [15], [20]. 

SHAP explanations improve transparency by showing which variables contribute to 

predictions; however, explainability should not be interpreted as causal evidence. SHAP values 

indicate associations learned by the model, not direct causal relationships. Therefore, 

institutional interventions should avoid assuming that a single variable alone causes dropout 

[15], [22]. 

5. Conclusions 

This study presented a revised comparative evaluation of machine learning models for student 

dropout prediction using LMS analytics and explainable artificial intelligence. In response to 

methodological concerns related to data leakage, class imbalance, validation design, and the 

use of final academic outcomes, the experimental workflow was redesigned using a leakage-

free machine learning pipeline [5], [10], [21]. 

Two experimental scenarios were evaluated. The first included final_grade and was interpreted 

as a diagnostic scenario. The second excluded final_grade and was considered the early-

warning scenario because it relied only on variables available during the learning process. 

The results showed that model performance was higher when final_grade was included. 

However, the early-warning scenario without final_grade provided a more realistic and 

practically relevant evaluation for student-retention purposes. In this scenario, Random Forest 

achieved the best overall balance among the evaluated models, while K-Nearest Neighbors 

achieved the highest Recall. 

The SHAP analysis of the Random Forest early-warning model showed that dropout-risk 

prediction was mainly influenced by late_submissions, resource_views, login_frequency, 

forum_participation, task_submissions, and connection_time. These variables represent 

interpretable LMS engagement and academic-behavioral indicators that can be monitored 

during the course [4], [7], [15], [22]. 

Overall, the revised results suggest that explainable machine learning can provide useful 

evidence for preventive student-support strategies in virtual learning environments, provided 

that the models are developed with leakage-free validation procedures, ethical safeguards, and 

human supervision [10], [15], [19], [20]. 
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Data and materials availability 

The revised implementation includes scripts for the leakage-free experimental pipeline, 

repeated stratified cross-validation, model training, evaluation, and SHAP explainability 

analysis. The workflow starts from the original dataset and stores generated outputs such as 

metrics, confusion matrices, ROC-AUC comparisons, trained pipelines, and SHAP results in a 

dedicated results directory. The web application is also documented as part of the 

reproducibility materials and is provided for reviewer evaluation of the predictive workflow. 

The supplementary materials should include the original dataset, the revised experimental 

script, the saved machine learning pipelines, the repeated cross-validation results, hold-out test 

metrics, confusion matrices, ROC-AUC comparison figure, SHAP importance table, SHAP 

summary plot, dependence plots, and documentation of the web application. This organization 

allows researchers and reviewers to verify the full workflow from raw data to model 

interpretation. 

Repository: https://doi.org/10.5281/zenodo.20383767 

Web Application. To facilitate the practical use and evaluation of the predictive model, an 

interactive web application was developed and deployed using Streamlit. The application 

allows users to explore student-related variables and obtain dropout-risk predictions generated 

by the trained model. The application is available at: https://abandono-de-

estudiantes.streamlit.app. Demo access credentials: Username: hrivas; Password: abc. The 

application is intended as a demonstration and academic validation tool to support the practical 

interpretation of the model and to illustrate how predictive analytics and explainable artificial 

intelligence can be integrated into an operational decision-support environment. 

The web application is available at: https://abandono-de-estudiantes.streamlit.app 

Access credentials for reviewer evaluation: Username: hrivas; Password: abc. 

These credentials are provided as demonstration access for academic review and 

reproducibility purposes. For any public or institutional deployment, access credentials should 

be managed securely, restricted to authorized users, and rotated or disabled when no longer 

required. 
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