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Abstract

DNS tunneling remains a difficult detection problem because malicious encoded
payloads and benign high-entropy DNS traffic can produce similar lexical signa-
tures. DNSSEC, cloud-service identifiers, and machine-generated naming systems
further weaken entropy-only detection by creating benign traffic that appears sta-
tistically irregular. This paper presents a quantum-kernel support vector model
for distinguishing DNS tunneling from ordinary benign DNS, benign high-entropy
DNS, and DNSSEC-enriched benign DNS in a controlled four-class simulation. The
model uses a sixteen-dimensional representation combining entropy, structural mor-
phology, temporal behaviour, and DNSSEC-aware protocol indicators, followed by
angle-encoded quantum-kernel evaluation. Results show that entropy alone is insuf-
ficient, while the full feature set achieves 0.9979 multiclass accuracy and macro F1-
score, with zero DNSSEC-to-tunnel and benign-high-entropy-to-tunnel false-positive
flow. In the binary tunnel-versus-non-tunnel setting, the full model achieves perfect
classification in the present simulation. The findings show that quantum-kernel simi-
larity is most effective when applied to a representation that captures the operational
causes of DNS irregularity rather than entropy magnitude alone.

1 Introduction

DNS tunneling exploits one of the most fundamental asymmetries of modern network
infrastructure: the Domain Name System is indispensable for normal operation, broadly
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permitted across security boundaries, and often inspected less deeply than other
application-layer protocols [1]. This makes DNS an attractive substrate for covert
communication. Instead of being used exclusively for name resolution, DNS queries and
responses can be repurposed to carry fragments of encoded data, command material,
beacon signals, or exfiltrated payloads. In this setting, the protocol ceases to be a pure
naming system and becomes a constrained transport channel concealed within apparently
legitimate traffic patterns.

Traditional DNS tunnel detection often begins with the lexical appearance of the
queried domain name. Payload fragmentation and encoding can produce long labels, ir-
regular character distributions, and high entropy. As a result, entropy-based heuristics
are intuitive and operationally appealing. High entropy is easy to compute, cheap to
deploy, and often correlated with suspicious DNS behavior. However, the limitation of
this approach is immediate and structural: elevated entropy is not unique to malicious
traffic. Modern DNS environments contain many benign sources of lexical irregularity.
DNSSEC introduces signatures, keys, authenticated denial records, and other crypto-
graphically structured artefacts [2]. Cloud orchestration systems, telemetry platforms,
automated naming services, and large-scale infrastructure tooling generate labels that are
machine-derived rather than human-readable. The consequence is that high entropy is
not a definitive signal of tunneling, but a shared characteristic across multiple benign and
malicious DNS populations. A complementary practitioner-oriented treatment of DNS
tunneling and covert DNS communication mechanisms is provided in [3].

This shifts the problem away from simple anomaly detection and toward structured
classification under overlap. The detector must distinguish among several classes that
occupy partially intersecting regions of feature space. Benign high-entropy traffic may
resemble tunneling traffic in lexical form. DNSSEC-enriched traffic may resemble both
in entropy while differing sharply in protocol semantics. Tunneling traffic may share
structural or statistical properties with machine-generated benign domains while diverg-
ing in timing and composition. The core difficulty is therefore not that the data are
merely noisy, but that different operational mechanisms give rise to superficially similar
observable statistics.

A practical classifier for this setting must therefore do more than score irregularity.
It must learn a representation in which lexical, structural, temporal, and DNSSEC-aware
evidence are combined in a way that exposes the reasons for irregularity. This is the
motivation for the present quantum-kernel formulation. Rather than relying on a single
scalar anomaly score or a linear boundary in the original feature coordinates, the model
acts on a learned similarity structure induced by quantum feature encoding. The central
question is whether a quantum-induced similarity model can distinguish malicious high-
entropy DNS from benign high-entropy DNS once contextual variables are included and
once similarity is measured through quantum state overlap.
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The paper develops a quantum-kernel detection model for DNS tunneling under en-
tropy overlap with DNSSEC-confounded traffic. The model is evaluated in a controlled
simulation with four DNS classes: ordinary benign DNS, benign high-entropy DNS,
DNSSEC-enriched benign DNS, and malicious DNS tunneling traffic. This structure
makes it possible to evaluate not only overall performance, but the specific false-positive
pathways that are most relevant to the underlying detection problem.

Four linked contributions are made. First, the paper formulates DNS tunneling under
entropy overlap as a structured multiclass and binary classification problem. Second, it
develops a quantum-kernel workflow that combines feature preprocessing, dimensionality
reduction, quantum feature mapping, and support vector classification. Third, it evalu-
ates the workflow through an ablation study across progressively richer feature groups.
Fourth, it shows that DNSSEC-aware variables are essential for eliminating one of the most
important false-positive pathways in entropy-driven DNS detection. The paper therefore
contributes both a quantum machine learning method and a more precise framing of the
DNS tunnel detection problem itself.

2 Quantum Kernel Theory and Circuit Realisation for

DNS Tunneling Detection

The quantum machine learning component is introduced early because it is central to the
mathematical logic of the paper. The main challenge in the DNS classification problem
is representational: different traffic classes may be close under some observables and
separated under others. A detector that operates only in the original feature coordinates
or through a single heuristic threshold cannot fully exploit that structure. Quantum
kernel methods are appropriate in such settings because they replace direct coordinatewise
comparison with similarity in a Hilbert-space representation induced by a quantum feature
map [4, 5].

For samples xi and xj, a quantum kernel is defined by

K(xi,xj) = |⟨ϕ(xi) | ϕ(xj)⟩|2 ,

where |ϕ(x)⟩ is the quantum state produced by an encoding circuit. This kernel is a
fidelity-style overlap measure between two encoded samples. Large values indicate strong
similarity in the quantum feature space; small values indicate weak similarity. Unlike an
ordinary linear kernel, this quantity depends on how the classical sample is embedded
into a quantum state manifold.

The classes share partial similarity across different feature families. Tunneling traffic
may resemble DNSSEC traffic lexically. Benign high-entropy traffic may resemble both
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morphologically. Timing may separate classes that entropy fails to distinguish. Protocol-
aware variables may resolve ambiguity that remains after lexical and structural analysis.
Because the classification boundary depends on interactions among these evidence sources,
a fidelity-based similarity measure is theoretically appealing.

The work uses a quantum-kernel support vector machine rather than a trainable vari-
ational quantum classifier [4]. This distinction matters. Variational circuits introduce
trainable quantum parameters and hybrid optimization loops, which can be expressive
but also complicate interpretation and optimization. Kernel methods instead use the
quantum component to define the feature space and Gram matrix, while the classifier
itself is a classical margin-based method.

Let the original DNS sample be represented by

xi ∈ R16,

with coordinates summarizing lexical entropy, structure, timing, and DNSSEC-aware pro-
tocol evidence. After preprocessing, the sample is transformed into a reduced latent vector

ẑi = (ẑi1, ẑi2, . . . , ẑin)
⊤, n = 6,

where the latent coordinates are rescaled to [0, π]. The present implementation uses a
product-state angle-encoding circuit, giving

|ϕ(ẑi)⟩ =
n⊗

m=1

(
cos

ẑim
2

|0⟩+ sin
ẑim
2

|1⟩
)
.

This is generated by

Uϕ(ẑi) =
n⊗

m=1

Ry(ẑim), |ϕ(ẑi)⟩ = Uϕ(ẑi)|0⟩⊗n,

where

Ry(θ) =

(
cos(θ/2) − sin(θ/2)

sin(θ/2) cos(θ/2)

)
.

The overlap between two encoded states factorizes:

⟨ϕ(ẑi) | ϕ(ẑj)⟩ =
n∏

m=1

cos

(
ẑim − ẑjm

2

)
,

and hence

K(ẑi, ẑj) = |⟨ϕ(ẑi) | ϕ(ẑj)⟩|2 =
n∏

m=1

cos2
(
ẑim − ẑjm

2

)
.

This form is central to the paper. Similarity is not aggregated additively, but multiplica-
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tively across latent coordinates. Two samples cannot remain close simply because they
align on one dominant variable such as entropy if they diverge substantially on other
contextual dimensions. This is precisely the type of behavior needed for overlap-heavy
DNS classification.

At the circuit level, the latent representation corresponds to a six-qubit register ini-
tialized in

|000000⟩.

The implemented map applies

Ry(ẑi1)⊗Ry(ẑi2)⊗ · · · ⊗Ry(ẑi6),

which is exactly the circuit associated with the reported kernel. The fidelity kernel may
be evaluated analytically, as in this paper, or through a compute–uncompute procedure:

K(ẑi, ẑj) =
∣∣⟨0|⊗nUϕ(ẑi)

†Uϕ(ẑj)|0⟩⊗n
∣∣2 .

Operationally, one prepares |0⟩⊗n, applies the circuit for sample j, then applies the inverse
circuit for sample i, and measures the return probability to |0⟩⊗n. The same overlap can
also be interpreted via a swap test, in which an ancilla qubit is used to estimate

|⟨ϕi | ϕj⟩|2.

These circuit interpretations confirm that the model is genuinely a quantum kernel method
rather than an ordinary nonlinear model relabelled in quantum terminology.

The current circuit is intentionally simple because the paper prioritizes analytic trans-
parency and exact alignment with the reported simulation. Nevertheless, richer feature
maps are possible and theoretically relevant. One entangling extension is

U
(ent)
ϕ (ẑ) =

 ∏
(a,b)∈E

CZab

( n⊗
m=1

Rz(λm(ẑ))Ry(ẑm)

)
,

where E is an entanglement pattern, CZab is a controlled-Z gate, and λm(ẑ) is a phase
function. Such circuits can encode cross-coordinate interactions more explicitly, which is
relevant because entropy, structure, timing, and DNSSEC-aware variables are not inde-
pendent feature families. They interact. An entangling quantum feature map therefore
offers a mathematically natural route to capturing that interaction within the kernel itself.

The quantum kernel is used in conjunction with a support vector machine. Given
kernel matrix

K ∈ RN×N , Kij = K(ẑi, ẑj),
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the dual optimization problem in the binary setting is

max
α

N∑
i=1

αi −
1

2

N∑
i=1

N∑
j=1

αiαjyiyjKij,

subject to

0 ≤ αi ≤ C,

N∑
i=1

αiyi = 0.

The classifier therefore learns a maximum-margin rule in the quantum-induced similarity
space rather than in the original feature coordinates. This is the key theoretical reason
quantum kernel methods fit the present DNS tunneling problem.

3 DNS Tunneling Classification model Under Entropy

Overlap

Let each DNS observation be represented by a feature vector

xi ∈ Rd,

where the vector components summarize lexical entropy, structural morphology of the
queried name, temporal behavior of request generation, and DNSSEC-related protocol
characteristics. Let the associated class label be denoted by

yi ∈ Y .

In the binary formulation,
Y = {0, 1},

where yi = 1 denotes malicious DNS tunneling activity and yi = 0 denotes non-malicious
DNS behavior. In the multiclass formulation,

Y = {benign, benign-high-entropy,DNSSEC, tunnel}.

The classification difficulty arises because the class-conditional distributions are not
cleanly separated. If a scalar entropy statistic is written as H(x), then

p(H(x) | y = benign-high-entropy), p(H(x) | y = DNSSEC),

p(H(x) | y = tunnel)

may overlap strongly. High entropy is therefore not a class identity but a shared observable
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property produced by different underlying mechanisms. The model must distinguish
among these mechanisms rather than merely detect irregularity.

This motivates the structured feature decomposition

x = [xentropy,xstructure,xtemporal,xdnssec],

where xentropy captures lexical randomness measures, xstructure captures domain-shape
and label-composition properties, xtemporal captures inter-arrival and burst behavior, and
xdnssec captures protocol-aware evidence tied to signed DNS operation.

The classifier is therefore not solving a simple anomaly problem. It is solving a struc-
tured discrimination problem in which class boundaries depend on joint evidence across
statistical, structural, behavioral, and protocol-level dimensions. The quantum kernel is
used precisely because it can act on that joint representation as a similarity model rather
than a one-dimensional score.

4 Quantum-Kernel Model for DNS Entropy-Overlap

Detection

The theoretical role of the quantum-kernel model is to replace direct entropy-based com-
parison with a Hilbert-space similarity model in which agreement across several contextual
coordinates is required for two DNS observations to remain close. This is important be-
cause DNS tunneling detection under entropy overlap is not a simple anomaly-detection
problem. High entropy may be produced by malicious payload encoding, DNSSEC-related
cryptographic artefacts, benign machine-generated identifiers, cloud-service naming pat-
terns, or automated infrastructure workflows. Entropy therefore detects irregularity, but
it does not by itself identify the operational mechanism that produced the irregularity.

The quantum kernel used in this work is a valid positive semi-definite kernel because
it is induced by an inner product in a Hilbert space. Let

Φ : Rn → H2n , ẑ 7→ |ϕ(ẑ)⟩

be the quantum feature map from the reduced classical feature vector to an n-qubit Hilbert
space. For any finite collection of samples

{ẑ1, ẑ2, . . . , ẑN},

the Gram matrix is defined by

Kij = K(ẑi, ẑj) = |⟨ϕ(ẑi)|ϕ(ẑj)⟩|2.
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Equivalently, by writing
ρi = |ϕ(ẑi)⟩⟨ϕ(ẑi)|,

the kernel can be expressed as the Hilbert–Schmidt inner product

Kij = Tr(ρiρj).

For any vector c ∈ RN ,

N∑
i=1

N∑
j=1

cicjKij =
N∑
i=1

N∑
j=1

cicjTr(ρiρj) = Tr

( N∑
i=1

ciρi

)2
 ≥ 0.

Hence the fidelity kernel is positive semi-definite and can be used as a Mercer kernel
in a support vector machine. The classifier is therefore not using an arbitrary heuristic
similarity score. It learns a maximum-margin decision rule in a reproducing-kernel Hilbert
space induced by quantum state overlaps. In the binary setting, the resulting decision
function has the form

f(ẑ) =
Ns∑
i=1

αiyiK(ẑi, ẑ) + b,

where Ns is the number of support vectors, αi are the dual coefficients, yi ∈ {−1,+1} are
the class labels, and b is the bias term. The detector therefore classifies a DNS observation
by comparing it with support vectors in the quantum-induced similarity model rather than
by applying a scalar threshold to entropy.

The weakness of entropy-only DNS tunnel detection can be expressed as a non-
identifiability problem. Let

E(x) = HSh(x)

denote a scalar entropy statistic extracted from a DNS query, and let

Y ∈ {BHE,DNSSEC,Tunnel}

denote the relevant high-entropy class label. Entropy-only classification is reliable only if
the class-conditional entropy distributions are sufficiently separated:

p(E | Y = BHE), p(E | Y = DNSSEC), p(E | Y = Tunnel).

However, in the entropy-overlap regime,

supp
(
p(E | Y = BHE)

)
∩ supp

(
p(E | Y = DNSSEC)

)
∩ supp

(
p(E | Y = Tunnel)

)
̸= ∅.
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Consequently, there exist entropy values e for which

p(Y = BHE | E = e), p(Y = DNSSEC | E = e), p(Y = Tunnel | E = e)

are all non-negligible. No classifier depending only on E can reliably determine the
mechanism that produced the entropy. This is the mathematical reason entropy alone is
insufficient: it collapses distinct generative mechanisms into the same observable coordi-
nate.

The present model resolves this ambiguity by replacing the scalar statistic E with the
structured representation

x = [xentropy,xstructure,xtemporal,xdnssec],

so that the classifier estimates

p(Y | xentropy,xstructure,xtemporal,xdnssec)

rather than
p(Y | E).

Entropy coordinates identify lexical irregularity. Structural coordinates describe the mor-
phology of the queried name. Temporal coordinates encode behavioural evidence asso-
ciated with request generation and burst structure. DNSSEC-aware coordinates encode
protocol-level causes of cryptographic irregularity. The purpose of the quantum kernel is
then to evaluate similarity after these mechanisms have been represented jointly.

For the angle-encoded product-state feature map used in this work, the kernel takes
the explicit form

K(ẑi, ẑj) =
n∏

m=1

cos2
(
ẑim − ẑjm

2

)
.

This expression has a direct interpretation for DNS tunneling detection. If two samples
are similar in entropy but dissimilar in timing, structure, or DNSSEC-aware coordinates,
their total similarity is suppressed multiplicatively. Let

∆(ij)
m = |ẑim − ẑjm|

denote the coordinatewise separation between two samples. If two observations agree
strongly in entropy coordinates but differ on at least one contextual coordinate r, then

K(ẑi, ẑj) ≤ cos2

(
∆

(ij)
r

2

)
.
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More generally, if the contextual coordinates are collected in a set C, then

K(ẑi, ẑj) ≤
∏
m∈C

cos2

(
∆

(ij)
m

2

)
.

Thus, agreement in entropy coordinates cannot dominate the kernel if the same pair of
observations differs substantially in structural, temporal, or DNSSEC-aware dimensions.

This property is directly aligned with the DNS tunneling problem. A DNSSEC sam-
ple and a tunnel sample may both have high entropy, producing small entropy-coordinate
separation. However, if the DNSSEC sample exhibits signed-zone indicators, signature-
related behaviour, or delegation-related evidence absent from the tunnel sample, the
DNSSEC-aware coordinate separation suppresses the kernel value. Similarly, benign high-
entropy DNS may resemble tunneling lexically but differ in burstiness, inter-arrival struc-
ture, or record-type behaviour. The product form of the quantum kernel therefore provides
a mathematical mechanism for reducing false similarity among high-entropy classes.

This can be written more explicitly by decomposing the reduced feature vector as

ẑ = (ẑE, ẑC),

where ẑE contains entropy-derived coordinates and ẑC contains structural, temporal, and
DNSSEC-aware contextual coordinates. The product quantum kernel decomposes as

K(ẑi, ẑj) = KE(ẑE,i, ẑE,j)KC(ẑC,i, ẑC,j),

with
KE =

∏
m∈E

cos2
(
ẑim − ẑjm

2

)
, KC =

∏
m∈C

cos2
(
ẑim − ẑjm

2

)
.

If the samples are entropy-similar, then KE ≈ 1. Classification ambiguity remains unless
KC is small. The contextual part of the kernel therefore controls whether two high-entropy
observations remain similar or are separated:

K(ẑi, ẑj) ≈ KC(ẑC,i, ẑC,j).

This explains why the addition of structural, temporal, and DNSSEC-aware features
changes the detector qualitatively. These coordinates do not merely add more variables;
they determine whether high-entropy DNSSEC and benign high-entropy traffic remain
close to the tunnel class in the quantum-induced similarity model.

The ablation study can also be interpreted through class-centroid separation in the
quantum-kernel representation. For each class c, define the empirical quantum mean
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operator

ρ̄c =
1

Nc

∑
i:yi=c

ρi, ρi = |ϕ(ẑi)⟩⟨ϕ(ẑi)|.

The Hilbert–Schmidt distance between two class means is

D2
HS(c, c

′) = ∥ρ̄c − ρ̄c′∥2HS.

Expanding this expression gives

D2
HS(c, c

′) = Tr(ρ̄2c) + Tr(ρ̄2c′)− 2Tr(ρ̄cρ̄c′).

Using the kernel definition,

Tr(ρ̄cρ̄c′) =
1

NcNc′

∑
i:yi=c

∑
j:yj=c′

K(ẑi, ẑj).

Therefore, class separation in the quantum feature representation is governed by average
within-class and between-class kernel similarities. A useful detector should produce high
within-class similarity and low between-class similarity:

1

N2
c

∑
i,j:yi=yj=c

K(ẑi, ẑj) ≫
1

NcNc′

∑
i:yi=c

∑
j:yj=c′

K(ẑi, ẑj).

In the entropy-only setting, DNSSEC, benign high-entropy, and tunnel samples have
elevated between-class kernel similarity because their entropy coordinates are similar.
Adding structural, temporal, and DNSSEC-aware features decreases these between-class
similarities by introducing discriminative coordinate separations. The improvement ob-
served across the ablation study is therefore consistent with increasing Hilbert-space sep-
aration between the class mean operators.

This interpretation also clarifies the role of DNSSEC-aware features. DNSSEC does
not merely add another group of variables; it introduces coordinates that encode a benign
cause of cryptographic-looking irregularity. Without those coordinates, the classifier sees
entropy and structural complexity but not the protocol mechanism responsible for them.
With those coordinates included, DNSSEC traffic can remain high-entropy while becom-
ing distinguishable from tunneling traffic in the kernel representation. This is why the
full feature set eliminates the DNSSEC-to-tunnel false-positive pathway in the reported
experiment.

Entropy overlap creates non-identifiability in scalar feature space. The structured DNS
representation restores discriminative information by encoding morphology, timing, and
DNSSEC protocol context. The product-state fidelity kernel then suppresses false sim-
ilarity whenever two high-entropy samples disagree across these contextual coordinates.
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This combination of structured representation and quantum-kernel similarity is the the-
oretical basis for the performance improvements observed in the binary and multiclass
experiments.

5 Simulation Methodology

The experiment uses a four-class DNS simulation with the following classes: ordinary
benign DNS, benign high-entropy DNS, DNSSEC-enriched benign DNS, and malicious
DNS tunneling traffic. Each class is generated from a parameterized distribution over
sixteen features. The purpose of the simulation is not to emulate one specific dataset
exactly, but to create a controlled environment in which the overlap between classes can
be shaped in a realistic way.

The tunnel class is assigned elevated entropy, increased total query length, longer la-
bels, deeper domain structures, greater subdomain uniqueness, lower inter-arrival times,
and stronger burstiness. The DNSSEC class is assigned elevated entropy and lexical ir-
regularity as well, but its distinguishing properties come from DNSSEC-aware indicators
such as RRSIG, DNSKEY, DS, and signed-zone behavior. The benign high-entropy class occu-
pies an intermediate regime in which lexical irregularity exists without the same temporal
and protocol characteristics expected of tunneling. Ordinary benign DNS remains the
low-irregularity anchor class.

For each DNS observation, lexical irregularity is summarized through multiple entropy
measures computed over the empirical character distribution of the queried subdomain
or dominant label. Let the alphabet of observed characters be denoted by A, and let pc

denote the empirical probability of character c ∈ A. The Shannon entropy is [6]

HSh = −
∑
c∈A

pc log2 pc.

The Rényi entropy of order α ̸= 1 is [7]

Hα =
1

1− α
log2

(∑
c∈A

pαc

)
,

and the min-entropy is

Hmin = − log2

(
max
c∈A

pc

)
.

A local entropy-variance term σ2
H is used to represent within-query dispersion of uncer-

tainty across labels or segments.
The simulated feature vector therefore combines entropy statistics, query morphology,

temporal behaviour, record-type evidence, and DNSSEC-aware protocol indicators in a
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single sixteen-dimensional representation.
Accordingly, each DNS sample is represented as

xi =

[
HSh Hα Hmin σ2

H Ltot Lmax Nlabels Runiq

µ∆t σ2
∆t B RNX RTXT IRRSIG IDS Rsigned

]⊤
∈ R16,

where Ltot is total query length, Lmax is maximum label length, Nlabels is the number of
labels, Runiq is the unique-character ratio, µ∆t and σ2

∆t are temporal first- and second-
order statistics, RNX is the NXDOMAIN rate, RTXT denotes exfiltration-prone record
behavior, and the final three terms encode DNSSEC-related protocol evidence. Temporal
irregularity is partly summarized through a burstiness coefficient

B =
σ∆t − µ∆t

σ∆t + µ∆t

,

which places highly bursty traffic near positive values and more regular traffic near neg-
ative values.

A total of 4,800 observations are generated, with 1,200 samples per class. The dataset
is split using an 80/20 stratified train-test protocol, yielding 3,840 training samples and
960 test samples in the multiclass setting. In the binary setting, the three non-malicious
classes are merged into a single non-tunnel class while preserving class-specific error anal-
ysis for benign high-entropy and DNSSEC subsets.

Before kernel computation, all features are standardized using z-score normalization
on the training data. Principal component analysis is then applied to the standardized
representation, and the first six principal directions are retained. These latent coordinates
are rescaled to [0, π] and used as inputs to the quantum feature map. The simulation also
supports an ablation study across four configurations:

1. entropy only

2. entropy plus structure

3. entropy plus structure plus timing

4. the full feature set including DNSSEC-aware protocol variables

This ablation design makes it possible to identify whether the improvement comes from
the kernel itself, from richer feature context, or from both together.

6 Experimental Procedure

The experiments were carried out in a Colab-based notebook implementing the full
pipeline from data generation to evaluation. Each feature configuration passed through
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the same processing steps: train-test split, standardization, principal component pro-
jection, angle rescaling, quantum-kernel computation, and support vector classification.
This consistent workflow ensures that performance differences across the ablation study
are attributable to the information content of the feature groups rather than to changes
in preprocessing or training logic.

Two tasks were defined. In the binary task, all benign classes were merged into a
single non-tunnel category, producing a tunnel-versus-non-tunnel detector. In the mul-
ticlass task, the four DNS populations were preserved separately. The multiclass task is
more informative because it reveals exactly which classes are confused with one another,
especially DNSSEC-to-tunnel and benign-high-entropy-to-tunnel confusion.

For binary classification, let TP , TN , FP , and FN denote the entries of the confusion
matrix. The reported metrics are defined by

Accuracy =
TP + TN

TP + TN + FP + FN
,

Precision =
TP

TP + FP
, Recall =

TP

TP + FN
,

F1 = 2
Precision · Recall
Precision + Recall

,

and
Balanced Accuracy =

1

2

(
TP

TP + FN
+

TN

TN + FP

)
.

In the multiclass setting, macro F1 is computed as

Macro-F1 =
1

|Y|
∑
c∈Y

F1c,

where F1c is the class-wise F1-score for class c.
The DNSSEC-to-tunnel false-positive flow is measured as

RDNSSEC→tunnel =
#{DNSSEC samples predicted as tunnel}

#{DNSSEC samples}
,

and the benign-high-entropy to tunnel flow is

RBHE→tunnel =
#{BHE samples predicted as tunnel}

#{BHE samples}
.

These rates are especially important because they isolate the exact false-positive pathways
that aggregate accuracy can conceal.
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7 Results

The results demonstrate a clear and systematic performance progression as the feature
representation moves from entropy-only evidence to the full lexical–structural–temporal–
DNSSEC-aware feature space. This progression is important because it shows that the
proposed quantum-kernel detector does not merely exploit a trivial entropy separation.
Instead, it becomes effective precisely when the DNS tunneling problem is represented
as an overlap-heavy classification task in which multiple sources of evidence must be
combined.

The strongest finding is that entropy alone is insufficient, even under a nonlinear
quantum-kernel similarity measure. This confirms the central premise of the paper: high
entropy is not a unique signature of DNS tunneling. Once structural and temporal con-
text is introduced, however, the quantum-kernel model rapidly separates tunnel traffic
from benign high-entropy and DNSSEC-confounded traffic. The full feature set then pro-
duces near-perfect multiclass discrimination and perfect binary tunnel-versus-non-tunnel
discrimination in the present controlled simulation.

The results are reported for both binary and multiclass tasks. In the binary task, the
objective is to distinguish tunnel traffic from all non-malicious DNS traffic combined. In
the multiclass task, the objective is to separate ordinary benign DNS, benign high-entropy
DNS, DNSSEC-enriched benign DNS, and DNS tunneling traffic. The multiclass task is
the more demanding evaluation because it exposes the specific false-positive pathways
that are hidden when all benign traffic is collapsed into one class.

7.1 Binary Quantum-Kernel Detection Results

The binary tunnel-versus-non-tunnel results for the quantum-kernel detector are shown
in Table 1. The entropy-only model achieves an accuracy of 0.8938, with precision 0.8194,
recall 0.7375, F1-score 0.7763, balanced accuracy 0.8417, and AUROC 0.9596. This con-
firms that entropy alone is not sufficient, even when used inside a quantum-kernel model.
The addition of structural features produces a substantial improvement, increasing accu-
racy to 0.9885 and F1-score to 0.9768. When timing features are added, the model reaches
perfect classification in the present simulation, and this performance is maintained when
DNSSEC-aware protocol features are included in the full model.
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Table 1: Binary tunnel-versus-non-tunnel results for the quantum-kernel model across
feature sets

Feature Set Accuracy Precision Recall F1-score Balanced Accuracy AUROC

Entropy Only 0.8938 0.8194 0.7375 0.7763 0.8417 0.9596

Entropy + Structure 0.9885 0.9872 0.9667 0.9768 0.9812 0.9977

Entropy + Structure +
Timing

1.0000 1.0000 1.0000 1.0000 1.0000 1.0000

Full Feature Set 1.0000 1.0000 1.0000 1.0000 1.0000 1.0000

The binary results show that the proposed detector is highly sensitive to represen-
tational completeness. The entropy-only model achieves an accuracy of 0.8938 and an
F1-score of 0.7763, indicating that entropy provides useful but incomplete discrimina-
tory information. The relatively weak recall of 0.7375 shows that entropy-only detection
fails to capture a substantial portion of tunnel behavior when benign high-entropy and
DNSSEC-like traffic occupy overlapping regions of the feature space.

Adding structural features produces a major improvement, increasing accuracy to
0.9885 and F1-score to 0.9768. This indicates that domain morphology, label length,
label depth, and character-composition information resolve much of the ambiguity left
by entropy alone. When temporal features are added, the model reaches perfect binary
classification in the present simulation, with accuracy, precision, recall, F1-score, balanced
accuracy, and AUROC all equal to 1.0000. The full feature set preserves this result,
showing that the quantum-kernel decision model can fully separate tunnel and non-tunnel
classes once the representation includes sufficient contextual evidence.

This outcome is significant because the binary task includes three distinct non-
malicious populations rather than a single simple benign class. The detector therefore
does not merely distinguish obviously malicious traffic from ordinary DNS. It sep-
arates tunnel behavior from ordinary benign DNS, benign high-entropy DNS, and
DNSSEC-enriched benign DNS simultaneously.

The false-positive flow into the tunnel class provides a more stringent test than ag-
gregate binary accuracy. With entropy only, benign high-entropy DNS is misclassified as
tunneling at a rate of 0.0208, while DNSSEC-enriched DNS is misclassified as tunneling at
a much higher rate of 0.1417. This confirms that DNSSEC is the dominant confounding
source for entropy-based detection. After structural features are added, the DNSSEC-to-
tunnel false-positive rate falls sharply to 0.0083, and the benign-high-entropy-to-tunnel
rate falls to 0.0042. Once timing features are included, both rates fall to zero in the
present simulation. This is the key operational result of the binary experiment: the
model eliminates the exact false-positive pathways that entropy-only detection creates.
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7.2 Multiclass Quantum-Kernel Detection Results

The multiclass results are more informative because they reveal how the detector behaves
across the four DNS populations. The quantum-kernel classifier achieves an accuracy of
0.7927 and macro F1-score of 0.7937 when using entropy features alone. This is the clearest
evidence that entropy by itself cannot resolve the overlap among benign high-entropy,
DNSSEC, and tunnel traffic. With entropy and structural features, multiclass accuracy
increases to 0.8885 and macro F1-score to 0.8886. Adding timing features increases both
to 0.9427. The full model, which includes DNSSEC-aware protocol variables, achieves an
accuracy of 0.9979 and macro F1-score of 0.9979.

Table 2: Multiclass quantum-kernel results across feature sets

Feature Set Accuracy Macro F1 DNSSEC → Tunnel Rate BHE → Tunnel Rate

Entropy Only 0.7927 0.7937 0.1583 0.0250

Entropy + Structure 0.8885 0.8886 0.0083 0.0125

Entropy + Structure
+ Timing

0.9427 0.9427 0.0000 0.0000

Full Feature Set 0.9979 0.9979 0.0000 0.0000

The multiclass results provide the strongest evidence for the proposed formulation.
Under entropy-only features, the quantum-kernel classifier achieves only 0.7927 accuracy
and 0.7937 macro F1-score. This confirms that the problem cannot be solved by applying
a nonlinear classifier to entropy statistics alone. The poor entropy-only result is not a
failure of the quantum kernel; rather, it demonstrates that the feature representation
does not yet contain enough information to distinguish the mechanisms that generate
high entropy.

When structural features are added, multiclass accuracy rises to 0.8885 and macro
F1-score rises to 0.8886. This improvement shows that lexical entropy and domain mor-
phology are complementary. Adding timing features further increases both accuracy and
macro F1-score to 0.9427, indicating that behavioral dynamics provide additional sepa-
ration between covert transport and benign machine-generated DNS activity. The full
feature set then produces a decisive improvement, reaching 0.9979 accuracy and 0.9979
macro F1-score.

The full model is therefore not merely marginally better than the ablated models. It
changes the qualitative behavior of the detector. In the full representation, DNSSEC-
enriched DNS and benign high-entropy DNS no longer collapse into the tunnel class. The
DNSSEC-to-tunnel and benign-high-entropy-to-tunnel rates are both reduced to 0.0000.
This directly supports the central claim of the paper: DNS tunneling detection under
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entropy overlap requires a representation that separates the causes of entropy, not only
the magnitude of entropy.

7.3 Class-Specific Performance for the Full Multiclass Model

Class-specific performance for the full multiclass model is shown in Table 3. Ordinary
benign DNS is classified perfectly in the test set. Benign high-entropy DNS achieves
precision 0.9917, recall 1.0000, and F1-score 0.9959. DNSSEC-enriched DNS achieves
precision 1.0000, recall 0.9958, and F1-score 0.9979. The tunnel class also achieves preci-
sion 1.0000, recall 0.9958, and F1-score 0.9979. These values indicate that the remaining
errors in the full multiclass model are extremely small and do not arise from systematic
confusion between DNSSEC and tunneling.

Table 3: Class-specific performance of the full multiclass quantum-kernel model

Class Precision Recall F1-score

Benign DNS 1.0000 1.0000 1.0000

Benign High-Entropy DNS 0.9917 1.0000 0.9959

DNSSEC-Enriched DNS 1.0000 0.9958 0.9979

DNS Tunneling 1.0000 0.9958 0.9979

The class-specific results show that the full model maintains balanced performance
across all four DNS populations. Ordinary benign DNS is classified perfectly, with preci-
sion, recall, and F1-score all equal to 1.0000. Benign high-entropy DNS achieves precision
0.9917, recall 1.0000, and F1-score 0.9959, showing that high-entropy benign traffic is
almost entirely separated from malicious tunneling. DNSSEC-enriched DNS achieves
precision 1.0000, recall 0.9958, and F1-score 0.9979, confirming that cryptographically
structured benign traffic is not treated as a generic anomaly. DNS tunneling also achieves
precision 1.0000, recall 0.9958, and F1-score 0.9979.

The associated confusion matrix for the full multiclass model can be summarized as
follows: 

240 0 0 0

0 240 0 0

0 1 239 0

0 1 0 239


with row and column ordering

[benign,BHE,DNSSEC, tunnel].

The confusion matrix further clarifies the nature of the remaining errors. There is no
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DNSSEC-to-tunnel confusion and no benign-high-entropy-to-tunnel confusion. The only
two errors fall into the benign-high-entropy region, with one DNSSEC sample and one
tunnel sample classified as benign high-entropy DNS. This error pattern is preferable
to the operationally more damaging alternative in which DNSSEC traffic is incorrectly
escalated as tunneling or tunnel traffic is absorbed into ordinary benign DNS. The full
model therefore achieves not only high aggregate performance but also a favorable error
structure.

8 Discussion

Entropy alone is not an adequate basis for DNS tunnel detection in realistic environments.
The ablation study shows this directly. Entropy-only quantum-kernel classification yields
poor multiclass accuracy and a DNSSEC-to-tunnel false-positive rate of 0.1583. This is not
simply a weakness of one classifier. It reflects a deeper limitation of entropy as a standalone
statistic. A high-entropy DNS query may correspond to a tunnel, a signed DNSSEC
response, or a benign machine-generated identifier. Any detector built on entropy alone
must therefore suffer from ambiguity.

In the present simulation, the multiclass quantum-kernel model improves from 0.7927
accuracy with entropy features only to 0.9979 accuracy under the full feature set,
while simultaneously reducing DNSSEC-to-tunnel and benign-high-entropy-to-tunnel
false-positive flow to zero. This indicates that the value of the quantum kernel lies
in learning similarity within a structured overlap-heavy feature space rather than in
replacing the need for good representation.

The theoretical interpretation of the results is that the quantum kernel suppresses
entropy-induced false similarity through multiplicative contextual disagreement. In an
entropy-only representation, DNSSEC, benign high-entropy DNS, and tunnel traffic re-
main close because their dominant observable irregularity is shared. In the full represen-
tation, however, similarity requires simultaneous agreement across entropy, morphology,
timing, and DNSSEC-aware protocol coordinates. The product-state kernel therefore
implements a strict notion of joint similarity: two samples that agree lexically but dis-
agree behaviourally or semantically are no longer close in the quantum feature space.
This explains why DNSSEC-to-tunnel and benign-high-entropy-to-tunnel false-positive
flow disappears in the full model.

The feature construction assumes reliable extraction of entropy statistics, temporal be-
haviour, protocol indicators, and morphological descriptors. In deployment, these quan-
tities depend on logging granularity, aggregation windows, resolver placement, truncated
responses, and the interpretation of DNSSEC context. The quantum kernel is also eval-
uated here as an ideal simulated angle-encoding overlap kernel after dimensionality re-
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duction. More expressive feature maps, entangling circuits, hardware-aware kernels, and
noise-affected implementations may change empirical behaviour. The results should there-
fore be interpreted as a controlled quantum-kernel analysis of DNS entropy overlap, not
as a final deployment benchmark.

The ablation study demonstrates that the proposed quantum-kernel model is most
effective when the input representation reflects the actual structure of the DNS security
problem. Entropy alone produces substantial ambiguity. Structural features reduce this
ambiguity, timing features largely eliminate tunnel false positives, and DNSSEC-aware
protocol features provide the final separation needed for near-perfect multiclass discrim-
ination. The results therefore support the use of quantum-kernel similarity not as a
standalone replacement for feature engineering, but as a powerful classification model for
structured, overlap-heavy DNS traffic representations.

Conclusion

This research presented a quantum-kernel model for detecting DNS tunneling in the pres-
ence of benign high-entropy DNS and DNSSEC-related traffic. The central problem ad-
dressed was not the easy case of separating obviously irregular tunnel traffic from ordinary
benign DNS, but the more difficult case in which several DNS populations occupy over-
lapping high-entropy regions. To study this problem transparently, the paper used a
four-class simulation with sixteen features spanning lexical entropy, structural morphol-
ogy, temporal behavior, and DNSSEC-aware protocol indicators.

We find that entropy alone is insufficient. Second, quantum-kernel detection becomes
much stronger as contextual structure is added to the feature representation. At last,
DNSSEC-aware features are essential for preventing cryptographically irregular benign
traffic from being collapsed into a generic anomaly category. The full binary quantum-
kernel detector achieved perfect classification, and the full multiclass detector achieved
0.9979 accuracy with 0.9979 macro F1-score, while eliminating DNSSEC-to-tunnel and
benign-high-entropy-to-tunnel false-positive flow. Entropy overlap alone produces high
similarity among several benign and malicious DNS populations. Contextual coordinates
reduce this similarity multiplicatively, so that high entropy is not sufficient for two samples
to remain close in the induced Hilbert space. The proposed method therefore succeeds
because it combines a physically valid quantum-kernel similarity model with a representa-
tion that encodes the operational causes of DNS irregularity. Future work should extend
this setting to real public tunneling datasets, DNSSEC-heavy benign traces, and mixed
enterprise DNS environments, while exploring richer quantum feature maps and kernel
constructions.

International Journal of Applied Mathematics
Volume 39 No. 1s 2026,
ISSN: 1311-1728 (printed version); ISSN: 1314-8060 (on-line version)

Received: August 12, 2025          2375



References

[1] B. Yu, L. Smith, M. Threefoot, and F. Olumofin, “Behavior Analysis based DNS
Tunneling Detection and Classification with Big Data Technologies,” in Proceedings
of the International Conference on Internet of Things and Big Data (IoTBD 2016),
pp. 284–290, 2016, doi: 10.5220/0005795002840290.

[2] R. Arends, R. Austein, M. Larson, D. Massey, and S. Rose, “DNS Security Introduc-
tion and Requirements,” RFC 4033, IETF, March 2005, doi: 10.17487/RFC4033.

[3] E. Howard, “DNS Tunneling and Covert Communication Channels Explained,” The
Hidden Layer, Medium, 17 November 2025. Available: https://medium.com/the-h
idden-layer/dns-tunneling-and-covert-communication-channels-explained

-bed354f797d1.

[4] V. Havlíček, A. D. Córcoles, K. Temme, A. W. Harrow, A. Kandala, J. M. Chow,
and J. M. Gambetta, “Supervised learning with quantum-enhanced feature spaces,”
Nature, vol. 567, no. 7747, pp. 209–212, 2019, doi: 10.1038/s41586-019-0980-2.

[5] M. Schuld and N. Killoran, “Quantum machine learning in feature Hilbert spaces,”
Physical Review Letters, vol. 122, no. 4, article 040504, 2019, doi: 10.1103/Phys-
RevLett.122.040504.

[6] C. E. Shannon, “A Mathematical Theory of Communication,” The Bell Sys-
tem Technical Journal, vol. 27, no. 3, pp. 379–423, 1948, doi: 10.1002/j.1538-
7305.1948.tb01338.x.

[7] A. Rényi, “On Measures of Entropy and Information,” in Proceedings of the Fourth
Berkeley Symposium on Mathematical Statistics and Probability, Volume 1: Con-
tributions to the Theory of Statistics, pp. 547–561, University of California Press,
1961.

International Journal of Applied Mathematics
Volume 39 No. 1s 2026,
ISSN: 1311-1728 (printed version); ISSN: 1314-8060 (on-line version)

Received: August 12, 2025          2376

https://doi.org/10.5220/0005795002840290
https://doi.org/10.17487/RFC4033
https://medium.com/the-hidden-layer/dns-tunneling-and-covert-communication-channels-explained-bed354f797d1
https://medium.com/the-hidden-layer/dns-tunneling-and-covert-communication-channels-explained-bed354f797d1
https://medium.com/the-hidden-layer/dns-tunneling-and-covert-communication-channels-explained-bed354f797d1
https://doi.org/10.1038/s41586-019-0980-2
https://doi.org/10.1103/PhysRevLett.122.040504
https://doi.org/10.1103/PhysRevLett.122.040504
https://doi.org/10.1002/j.1538-7305.1948.tb01338.x
https://doi.org/10.1002/j.1538-7305.1948.tb01338.x

	Introduction
	Quantum Kernel Theory and Circuit Realisation for DNS Tunneling Detection
	DNS Tunneling Classification model Under Entropy Overlap
	Quantum-Kernel Model for DNS Entropy-Overlap Detection
	Simulation Methodology
	Experimental Procedure
	Results
	Binary Quantum-Kernel Detection Results
	Multiclass Quantum-Kernel Detection Results
	Class-Specific Performance for the Full Multiclass Model

	Discussion

