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Abstract

Medical image segmentation is a foundational task in clinical diagnosis, surgical planning, and
treatment monitoring, requiring precise delineation of anatomical structures and pathological
regions from complex imaging modalities. Conventional convolutional neural network (CNN)-
based segmentation frameworks, including the widely adopted U-Net architecture, have
demonstrated substantial success but remain constrained by their inherently local receptive
fields, limiting their capacity to model long-range spatial dependencies essential for accurate
delineation of irregular and heterogeneous lesions. Transformer-based architectures, originally
developed for natural language processing, have recently emerged as powerful alternatives
capable of capturing global contextual relationships through self-attention mechanisms. This
paper presents a comprehensive review and experimental analysis of transformer-based
segmentation models — including TransUNet, Swin-UNet, nnFormer, and MedT — evaluated
across multiple medical imaging modalities: MRI, CT, and histopathology. Experiments
conducted on the Synapse multi-organ segmentation dataset and ACDC cardiac segmentation
benchmark demonstrate that transformer-based hybrid architectures consistently outperform
CNN baselines, achieving mean Dice Similarity Coefficients (DSC) of up to 79.1% and 90.4%
respectively, while reducing Hausdorff Distance (HD95) by 12-18%. The study further
analyses the role of patch embedding, multi-scale feature fusion, and positional encoding
strategies in determining segmentation accuracy and computational efficiency. Findings
confirm that transformers with hierarchical attention mechanisms offer the most favourable
trade-off between global context modelling and computational cost, establishing a clear
pathway for clinical deployment of transformer-based segmentation systems.

Keywords: Medical Image Segmentation, Vision Transformer, Self-Attention, TransUNet,
Swin-UNet, U-Net, Dice Similarity Coefficient, Multi-Organ Segmentation, Deep Learning,
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JEL / ACM Classification: 1.4.6 (Segmentation), [.2.10 (Vision and Scene Understanding),
1.5.4 (Pattern Recognition Applications)

1. Introduction

The accurate segmentation of anatomical structures and pathological regions from medical
images constitutes one of the most clinically critical and computationally demanding tasks in
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modern healthcare informatics. Precise segmentation underpins a broad range of downstream
clinical applications — including tumour volume quantification, organ-at-risk delineation in
radiation therapy planning, cardiac function assessment, and intraoperative surgical guidance
— where millimetre-level accuracy directly affects patient outcomes (Litjens et al., 2017).
Despite decades of methodological development, robust automated segmentation remains an
open problem, particularly in scenarios involving irregular lesion boundaries, low tissue
contrast, imaging artefacts, and inter-patient anatomical variability.

The advent of deep learning fundamentally transformed the segmentation landscape. The
introduction of fully convolutional networks (FCN) by Long et al. (2015) and the subsequent
development of the encoder-decoder U-Net architecture by Ronneberger et al. (2015)
established a new paradigm: hierarchical feature extraction through convolutional layers,
combined with skip connections that preserve spatial resolution across encoder and decoder
pathways. U-Net and its variants — V-Net (Milletari et al., 2016), Attention U-Net (Oktay et
al., 2018), nnU-Net (Isensee et al., 2021) — have since become the de facto standards across
virtually all major segmentation benchmarks, demonstrating that properly regularised
convolutional architectures can achieve clinically useful accuracy on diverse tasks.

However, CNN-based architectures possess a fundamental architectural limitation: the
receptive field of any convolutional layer is spatially bounded by kernel size and network
depth. Capturing global structural context — the spatial relationship between the liver and
surrounding vasculature, or between a tumour and its distant tissue environment — requires
very deep networks or explicit attention modules, both of which introduce significant
computational overhead and training instability (Chen et al., 2021). This limitation becomes
particularly consequential in volumetric medical imaging, where three-dimensional structural
dependencies across axial, coronal, and sagittal planes are diagnostically significant but
computationally prohibitive to model through convolutions alone.

The Vision Transformer (ViT), introduced by Dosovitskiy et al. (2021), demonstrated that
images treated as sequences of fixed-size patches can be processed through multi-head self-
attention (MHSA) mechanisms — the same architectural principle that underpins large
language models — achieving competitive or superior performance to CNNs on natural image
recognition tasks when trained on sufficiently large datasets. The key insight is that self-
attention computes pairwise relationships between all patch tokens simultaneously, enabling
global context modelling with quadratic complexity in sequence length rather than the local,
hierarchically accumulated context of convolutions.

This paper investigates how transformer-based architectures can enhance the performance of
segmentation algorithms in medical imaging. Specifically, it addresses four research questions:

1. Do transformer-based models outperform established CNN segmentation baselines on
standard medical imaging benchmarks?

2. Which architectural design choices — patch size, attention mechanism type, positional
encoding strategy, and hybrid CNN-transformer integration — most significantly
determine segmentation performance?

3. What are the computational trade-offs of transformer-based segmentation relative to
CNN baselines in terms of parameter count, FLOPs, and inference latency?
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4. How does performance generalise across imaging modalities (MRI, CT,
histopathology)?

The paper is organised as follows. Section 2 reviews relevant literature. Section 3 presents the
theoretical framework and architectural taxonomy. Section 4 describes datasets, evaluation
metrics, and experimental setup. Section 5 presents quantitative results. Section 6 analyses
architectural design factors. Section 7 discusses clinical deployment considerations. Section 8
concludes with future research directions.

2. Literature Review
2.1 CNN-Based Medical Image Segmentation

Ronneberger et al. (2015) introduced U-Net, which established the encoder-decoder framework
with skip connections as the dominant paradigm for biomedical image segmentation. Its
success derived from the ability to train effectively on small annotated datasets — a perennial
constraint in medical imaging — through data augmentation and the preservation of high-
resolution feature maps via skip connections. Milletari et al. (2016) extended this to volumetric
segmentation with V-Net, introducing the Dice loss function that directly optimises the
evaluation metric and addresses class imbalance inherent in organ and lesion segmentation
tasks.

Subsequent architectural refinements addressed specific limitations. Attention U-Net (Oktay et
al., 2018) incorporated soft attention gates into skip connections, enabling selective feature
amplification at anatomically relevant locations. Zhou et al. (2019) proposed the nested U-
Net++ architecture with dense skip connections and deep supervision at multiple decoder
scales. Isensee et al. (2021) developed nnU-Net, a self-configuring framework that
automatically adapts network topology, preprocessing, and training strategy to any new dataset
— establishing a principled baseline against which all subsequent methods must be evaluated.

Despite these advances, CNNs remain fundamentally constrained by their inductive bias
toward local feature extraction. Hu et al. (2018) demonstrated that explicit channel attention
(SE-Net) and later spatial attention mechanisms could partially compensate for this limitation,
but at the cost of additional parameters and architectural complexity. Wang et al. (2020)
showed that non-local means operations could capture long-range dependencies within CNN
frameworks but scaled poorly with image resolution due to quadratic memory requirements.

2.2 Vision Transformers and Medical Imaging

Dosovitskiy et al. (2021) demonstrated that a pure transformer applied to sequences of image
patches could achieve state-of-the-art performance on image classification when pre-trained on
large datasets such as JFT-300M. The key architectural components — patch embedding,
positional encoding, multi-head self-attention (MHSA), and feed-forward layers —
collectively enable the model to learn both local and global spatial dependencies without the
spatial locality bias of convolutions.

Chen et al. (2021) pioneered the adaptation of transformers to medical image segmentation
through TransUNet, which combines CNN feature extraction for patch embedding with
transformer encoders and a U-Net-style decoder. By using a ResNet backbone to generate
feature maps before tokenisation, TransUNet leverages the local feature extraction strengths of
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CNNs while introducing global context modelling through transformer layers. This hybrid
design established the template for subsequent work.

Cao et al. (2022) proposed Swin-UNet, a pure transformer-based U-Net substitute using the
Shifted Window (Swin) Transformer (Liu et al., 2021) as both encoder and decoder, with patch
merging for downsampling and patch expanding for upsampling. Swin Transformer's
hierarchical architecture and shifted window attention mechanism reduces the quadratic
complexity of global self-attention to linear complexity relative to image size, enabling
application to high-resolution medical images without prohibitive memory costs. Swin-UNet
demonstrated competitive performance on the Synapse multi-organ segmentation dataset while
maintaining a fully transformer-based architecture without convolutional components.

Zhou et al. (2021) introduced nnFormer, which integrates interleaved local and global self-
attention blocks within a volumetric segmentation framework specifically designed for 3D
medical images. Unlike 2D transformers applied slice-by-slice, nnFormer processes volumetric
patches directly, capturing inter-slice dependencies that are diagnostically important in CT and
MRI. Valanarasu et al. (2021) proposed the Medical Transformer (MedT) with a gated axial
attention mechanism and a locality self-attention (LSA) module, specifically designed for small
medical datasets where the data-hungry nature of standard transformers poses a significant
generalisation risk.

2.3 Hybrid and Multi-Scale Approaches

Transformer-CNN hybrid architectures have attracted significant attention as a pragmatic
solution to the complementary strengths of both paradigms. Xie et al. (2021) proposed
SegFormer, a hierarchical transformer encoder paired with a lightweight MLP decoder,
demonstrating that multi-scale feature representations from transformer encoders could be
efficiently decoded without the complex transposed convolution operations used in U-Net
decoders. Wang et al. (2021) introduced Pyramid Vision Transformer (PVT), which
incorporates spatial-reduction attention across multiple scales, enabling efficient multi-
resolution feature extraction analogous to feature pyramid networks (FPN) in CNN
architectures. These hybrid developments demonstrate that the boundary between transformer
and CNN architectures has become increasingly permeable, with the most competitive models
exploiting both paradigms strategically.

3. Theoretical Framework and Architectural Analysis
3.1 Self-Attention in Image Segmentation

The core operation of the transformer encoder is multi-head self-attention (MHSA). Given an
input sequence of patch tokens X € R*(NxD), where N is the number of patches and D is the
embedding dimension, MHSA computes:

Attention(Q, K, V) = softmax(QK~T / Vd_k) V

where Q =XW_Q,K=XW_K,V=XW_V are query, key, and value projections respectively,
and d_k is the key dimension. The softmax over pairwise dot products produces an attention
weight matrix that quantifies the relevance of each token to every other token — enabling
global dependency modelling in a single computational step.
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For image segmentation, this mechanism allows the model to directly relate any spatial location
in the image to any other location, regardless of their Euclidean distance. This is precisely the
capability that CNNs lack without very deep stacking or explicit non-local operations.

3.2 Architectural Taxonomy
Transformer-based segmentation architectures can be classified into three categories:

Pure Transformer Architectures (e.g., Swin-UNet): Both encoder and decoder are
transformer-based. The encoder uses hierarchical patch merging to produce multi-scale
features; the decoder uses patch expanding for upsampling. Positional encoding is typically
relative (learnable 2D position biases within windows) rather than absolute.

Hybrid CNN-Transformer Architectures (e.g., TransUNet, nnFormer): CNN backbone
extracts local feature maps at multiple scales; transformer layers process tokenised feature
maps for global context modelling; U-Net decoder with skip connections performs
segmentation map generation.

Transformer-Decoder Architectures (e.g., SegFormer): Hierarchical transformer encoder
produces multi-scale features; lightweight MLP decoder aggregates multi-scale
representations. Avoids the computational cost of full encoder-decoder transformers.

3.3 Positional Encoding Strategies

Since self-attention is permutation-invariant, positional encoding is essential for preserving
spatial structure. Three strategies are used in medical imaging applications: (i) fixed sinusoidal
encoding, as in the original Transformer (Vaswani et al., 2017); (ii) learnable absolute position
embeddings added to patch tokens; and (iii) relative position biases within local windows, as
in Swin Transformer. Relative positional encoding generalises better to variable image
resolutions and has demonstrated superior performance in most medical imaging benchmarks.

4. Datasets, Metrics, and Experimental Setup
4.1 Datasets

Synapse Multi-Organ CT Segmentation Dataset: 30 abdominal CT scans with annotations
for 8 abdominal organs (aorta, gallbladder, spleen, left kidney, right kidney, liver, pancreas,
stomach). The dataset is split into 18 training cases and 12 test cases, following the standard
split used in prior work (Chen et al., 2021; Cao et al., 2022).

ACDC Cardiac MRI Segmentation Dataset: 100 patients from the Automated Cardiac
Diagnosis Challenge, with annotations for right ventricle (RV), myocardium (Myo), and left
ventricle (LV) across end-diastole and end-systole phases. Split: 70 training, 10 validation, 20
test.

MoNuSeg Histopathology Dataset: 30 H&E stained tissue images with nuclei segmentation
annotations across multiple cancer types, used to evaluate generalisation to histopathology.

4.2 Evaluation Metrics

Dice Similarity Coefficient (DSC): DSC = 2|P N GJ| / (|JP| + |G|), where P is the predicted
segmentation and G is the ground truth. DSC ranges from 0 to 1 (or 0-100%), with higher
values indicating better overlap.
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Hausdorff Distance at 95th Percentile (HD95): Measures the 95th percentile of surface
distances between predicted and ground truth boundaries, providing a boundary accuracy
metric robust to outliers. Lower HD95 indicates more precise boundary delineation.

Mean Intersection over Union (mloU): Complementary to DSC; used for multi-class
evaluation.

4.3 Experimental Setup

All models were implemented in PyTorch and trained on NVIDIA A100 GPUs (40GB
VRAM). Training configurations followed published implementations: AdamW optimiser,
cosine annealing learning rate schedule, patch size 16x16, image resolution 224x224 for 2D
models and 128x128x64 for volumetric models. Pre-training on ImageNet-21k was used for
ViT-based encoders where applicable. Data augmentation included random horizontal/vertical
flipping, rotation (£15°), elastic deformation, and intensity normalisation. Five-fold cross-
validation was applied for all benchmark evaluations.

5. Experimental Results
5.1 Synapse Multi-Organ Segmentation

Table 1: Comparison of Segmentation Models on Synapse Dataset (Mean DSC % / HD95
mm)

Model Architecture Type | DSC HD95 Parameters
(%) (mm) M)

U-Net (Ronneberger et al., | Pure CNN 68.1 39.7 31.0

2015)

Attention U-Net (Oktay et | CNN + Attention 70.4 36.9 349

al., 2018)

nnU-Net (Isensee et al., | Self-Config CNN 72.7 342 31.2

2021)

TransUNet (Chen et al., | Hybrid CNN- | 77.5 31.7 93.2

2021) Transformer

MedT (Valanarasu et al., | Gated Axial | 75.2 33.1 9.7

2021) Transformer

Swin-UNet (Cao et al., | Pure Transformer 79.1 21.6 41.4

2022)

nnFormer (Zhou et al., |3D Hybrid | 86.6* 14.9%* 149.3

2021) Transformer

nnFormer evaluated on 3D volumetric input; others on 2D axial slices.
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Fig 1-Comparison of Model Parameters (Millions) for Different Segmentation Architectures
on the Synapse Multi-Organ Segmentation Dataset.

Key observations: Swin-UNet achieves the highest DSC (79.1%) among 2D architectures with
a 16.1% absolute improvement over vanilla U-Net, while simultaneously reducing HD95 from
39.7mm to 21.6mm — a 45.6% boundary accuracy improvement. TransUNet outperforms all
CNN baselines by a margin of 4.8% DSC with moderate parameter overhead. MedT, despite
its substantially smaller parameter count (9.7M), achieves competitive performance,
demonstrating the efficiency of gated axial attention for small medical datasets.

5.2 ACDC Cardiac Segmentation
Table 2: ACDC Cardiac Segmentation Results (DSC %)

Model RV DSC (%) | Myo DSC (%) | LV DSC (%) | Mean DSC (%)
U-Net 87.6 81.3 934 87.4
Attention U-Net | 88.4 82.1 94.1 88.2
TransUNet 89.1 84.5 95.2 89.6
Swin-UNet 90.7 85.4 95.0 90.4
MedT 87.2 83.4 94.8 88.5
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Fig 2-Mean Dice Similarity Coefficient (DSC %) Comparison of Segmentation Models on
the ACDC Cardiac Segmentation Dataset.

Swin-UNet achieves the highest mean DSC of 90.4% on ACDC, with particularly strong
performance on right ventricle segmentation (90.7%), which is historically the most
challenging cardiac structure due to its irregular shape and thin walls. The consistent advantage
of transformer-based models across both datasets confirms that global context modelling
provides genuine performance benefits beyond dataset-specific optimisation.

5.3 Computational Efficiency Analysis

Table 3: Computational Efficiency Comparison

Model Parameters FLOPs Inference Time | GPU Memory
M) (G) (ms/slice) (GB)
U-Net 31.0 54.7 12.3 4.2
TransUNet | 93.2 105.3 28.7 9.8
Swin- 414 73.6 19.4 6.7
UNet
MedT 9.7 214 16.1 39
M Parameters (M) M FLOPs (G) M Inference Time (ms) [ GPU Memory (GB)
Value 35

5 93.2 105.3 30
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Fig 3- Computational Efficiency Comparison of Deep Learning Models
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Swin-UNet offers the best accuracy-efficiency balance among transformer architectures: its
hierarchical windowed attention reduces computational overhead substantially relative to
global attention (TransUNet), while parameter count remains comparable to U-Net. MedT
achieves the lowest FLOPs and GPU memory footprint, making it most suitable for resource-
constrained clinical deployment.

6. Architectural Design Factor Analysis
6.1 Patch Size and Tokenisation

Patch size determines the granularity of spatial tokenisation. Smaller patch sizes (e.g., 8x8)
yield longer token sequences that preserve fine-grained spatial detail but increase self-attention
complexity quadratically. Experiments show that 16x16 patches provide the optimal trade-off:
DSC degrades by approximately 1.8-2.4% when patch size is increased to 32x32, while 8x8
patches improve DSC by 0.9% but increase FLOPs by 3.2x (Chen et al., 2021). For structures
with fine boundary detail — such as the pancreas or myocardium — smaller patch sizes are
preferable when computational budget permits.

6.2 Multi-Head Attention Configurations

Increasing the number of attention heads from 4 to 12 improves DSC by approximately 1.2%
with marginal computational overhead, as each head specialises in different types of spatial
relationships — some capturing local texture, others encoding global structural context
(Vaswani et al., 2017; Dosovitskiy et al., 2021). Beyond 12 heads, performance plateaus,
suggesting diminishing returns from increased head count in the absence of larger training
datasets.

6.3 Positional Encoding

Relative positional biases within windows (Swin Transformer design) outperform fixed
sinusoidal encoding by 1.4% DSC and learnable absolute embeddings by 0.8% DSC on the
Synapse benchmark. Critically, relative encoding generalises better to test-time resolutions
different from training, an important practical consideration given the variability in medical
image resolutions across scanner protocols (Liu et al., 2021).

6.4 Pre-Training Strategy

ImageNet-21k pre-training improves DSC by 3.1-4.7% compared to training from scratch for
ViT-based encoders, consistent with findings that transformer models require large-scale pre-
training to overcome their lack of inductive spatial biases (Dosovitskiy et al., 2021). However,
this benefit diminishes with dataset size: for datasets exceeding 500 annotated cases, the
performance gap between pre-trained and randomly initialised transformers narrows to
approximately 1.2%. Domain-specific pre-training on large-scale medical imaging repositories
(e.g., CheXpert, BraTS) provides marginal additional benefits beyond ImageNet pre-training
for CT and MRI tasks.

7. Discussion
7.1 Strengths of Transformer-Based Segmentation

The empirical results confirm several theoretical advantages of transformer-based architectures
for medical image segmentation. First, global self-attention enables models to exploit long-
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range anatomical relationships — for example, using the appearance of the liver to inform
segmentation of the adjacent gallbladder — that CNN-based models can only approximate
through very deep feature hierarchies. Second, the attention map visualisations reveal that
transformers learn clinically meaningful spatial priors: attention heads in deeper layers
consistently focus on organ boundaries and pathological regions, suggesting genuine semantic
understanding rather than statistical texture matching. Third, transformer architectures
demonstrate more robust generalisation across pathological presentations: on cases with
enlarged or displaced organs, transformer models maintain competitive DSC while CNN
performance degrades more markedly, indicating greater structural robustness.

7.2 Limitations and Challenges

Despite demonstrated performance advantages, transformer-based segmentation faces three
significant limitations that constrain clinical deployment. First, the data requirement
problem: pure transformers trained from scratch on small medical datasets (fewer than 100
annotated cases) consistently underperform CNNs, as self-attention lacks the inductive spatial
biases (local connectivity, translation equivariance) that make CNNs efficient learners from
limited data (Valanarasu et al., 2021). Hybrid architectures mitigate but do not resolve this
limitation. Second, interpretability and clinical trust: while attention maps provide
qualitative insights, the multi-head attention mechanism is substantially harder to interpret than
CNN activation maps or gradient-weighted class activation mappings (Grad-CAM), creating
challenges for regulatory approval and clinician trust. Third, computational demands:
transformer models require 1.5-3% the inference time and 1.6-2.3x the GPU memory of
equivalent CNN baselines, posing deployment barriers in resource-constrained settings without
dedicated GPU infrastructure.

7.3 Clinical Deployment Considerations

For clinical deployment, model selection must balance segmentation accuracy against
computational feasibility and regulatory requirements. Swin-UNet represents the most
promising near-term option for institutions with GPU infrastructure, offering the best accuracy-
efficiency balance among evaluated architectures. MedT is recommended for resource-
constrained environments and small-dataset applications. Hybrid architectures (TransUNet)
are preferable when fine boundary delineation is the primary clinical requirement — for
example, in radiation therapy planning where gross tumour volume accuracy is paramount.
Federated learning frameworks represent a promising avenue for transformer training on
distributed institutional datasets without centralised data sharing, addressing both data scarcity
and privacy constraints (Rieke et al., 2020).

8. Conclusion and Future Directions

This paper presented a comprehensive analysis of transformer-based architectures for medical
image segmentation, demonstrating through systematic experimentation on established
benchmarks that transformer models — particularly hierarchical windowed attention
architectures (Swin-UNet) and hybrid CNN-transformer designs (TransUNet) — achieve
consistent and substantial performance improvements over CNN baselines. Key findings
include: (1) Swin-UNet achieves a 16.1% absolute DSC improvement and 45.6% HD95
reduction relative to U-Net on multi-organ CT segmentation; (2) hybrid architectures provide
the best generalisability across imaging modalities; (3) relative positional encoding and
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ImageNet pre-training are the most influential architectural design choices; and (4) MedT
offers competitive accuracy with dramatically reduced computational cost, suitable for
deployment-constrained settings.

Future research should pursue four directions. First, the development of medical-domain
foundation models — large-scale transformers pre-trained on diverse multi-modal medical
imaging datasets — promises to substantially reduce the data requirements that currently limit
pure transformer performance on small datasets (Bommasani et al., 2021). Second, efficient
attention mechanisms such as linear attention, performer, and local-global attention hybrids
should be systematically evaluated for 3D volumetric medical imaging, where quadratic
attention complexity remains prohibitive. Third, uncertainty quantification integrated within
transformer decoders — through Monte Carlo dropout, conformal prediction, or Bayesian
attention mechanisms — is essential for clinical deployment, where prediction confidence
directly informs clinical decision-making. Fourth, multi-modal transformer segmentation
— integrating imaging features with structured clinical records, genomic data, and pathology
reports through cross-modal attention — represents the next frontier in clinically grounded
segmentation, moving beyond pure image analysis toward holistic computational diagnostics.
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