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Abstract

The growing magnitude and complexity of cloud computing systems have posed serious
challenges to conventional host-based networking systems. The data centre networks of today
have limited scalability and performance due to the heavy computational load that general-
purpose processors require to handle high packet processing rates, complicated virtualization
architectures, and high-density east-west traffic patterns. Recent developments in
programmable networking technologies have proposed data processing units (DPUs) that from
host systems in addition to while enabling high-performance packet processing directly on
programmable hardware. This review examines the integration of DPU-accelerated software-
defined networking (SDN) stacks into cloud compute fabrics. The literature is reviewed to
assess architectural frameworks, programmable data-plane technologies, and experimental
performance evaluations related to accelerator-based network systems. Findings from earlier
studies indicate that programmable networking devices substantially enhance throughput,
reduce latency and lower host CPU usage in high-performance cloud settings. Packet
processing pipelines implemented in hardware further allow better isolation and security of
infrastructure in multi-tenant data centre systems. Nevertheless, there are still issues with
programming abstractions, infrastructure observability as well as heterogeneous hardware
platform interoperability. Future research directions include building advanced orchestration
models, programmable telemetry and hardware-software co-design approaches that have the
potential to support large-scale programmable networking infrastructures. The results imply
that SDN structures accelerated by DPUs will play an increasingly significant role in the design
of the next generation cloud computing architecture.
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1. Introduction

The swift architectural development of cloud computing infrastructures has been associated
with the rapid increase in the number of data-intensive applications, the hyperscale deployment
of services, and the growing number of applications requiring low-latency distributed
computing environments. Flexible cloud services today have the capacity to run either
enormous machine learning pipelines and distributed databases, or real-time analytics and
edge-driven services. These environments demand very efficient networking subsystems which
can easily scale and support the demanding east-west traffic patterns, service placement
dynamics, and performance guarantees. Historical models of host-centric networks, where the
central processing unit (CPU) handles the majority of networking tasks, are also becoming a
bottleneck in large-scale cloud systems as packet processing, virtualization, and telemetry
transactions have to be borne by the central processing unit [1].
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Software-defined networking (SDN) is also one of the major paradigms developed to overcome

the scalability and the flexibility limitations of cloud networking of the present day. SDN can
be used to decouple the control plane and the data plane, centralizing network programmability,
enabling rapid policy updates as needed, and allocating resources in distributed compute fabrics
more efficiently. SDN controllers are capable of real-time coordination of traffic, providing
security policies and optimisation of routing in complicated multi-tenant infrastructures. All
these features have ensured that SDN is core to the contemporary cloud data centres, especially
in hyperscale environments where services can be deployed quickly and resources orchestrated
as needed [2]. Regardless of these benefits, SDN implementation at scale brings significant
data-plane processing bottlenecks that may often overwhelm mainstream network interface
controllers (NICs) and host computer processors.

The blistering growth of microservice systems, container orchestration systems, and service
mesh systems has accelerated the burden on the network infrastructure. Complete application
transactions usually entail a large amount of inter-service communication, which in turn leads
to heavy east-west flows of traffic in the data centre fabric. In addition, modern cloud platforms
put into place several layers of abstraction in virtual machines, containers, overlay networks
and security inspection systems. These layers cause a great deal of complexity in processing
packets and add new latency. With cloud providers constantly scaling to accommodate artificial
intelligence load, and distributed storage platforms, and other mass-delivery content platforms,
network processing efficiency has emerged as a critical system performance limit factor [3].

DPUs are a relatively new architectural block that is intended to offload host CPU workloads
with infrastructure-related workloads. A typical DPU is a single piece of hardware that
integrates flexible packet processing units, high-performance networking interfaces, dedicated
accelerators, and embedded multicore computers. Such features enable DPUs to do
networking, storage, security, and virtualization functions directly in the network interface
layer, leaving host CPUs to do application-level computing. In contrast with the conventional
SmartNICs, DPUs are intended to implement complete infrastructure functionality, including
virtualization overlays, distributed firewalling, telemetry pipelines and storage acceleration [4].

The combination of DPU technology and SDN architectures is an important change in the
architecture of cloud networking stacks. In a traditional SDN configuration, the data plane is
generally based on software-defined switches like Open vSwitch based on host CPUs. Software
switches have very high flexibility but consume a significant amount of processing and have a
lower throughput in high-performance systems. With programmable switching logic directly
present in DPUs, it becomes possible to realize SDN data planes at line rate, while still
providing all the programmability and policy enforcement features. This type of architecture
allows making drastic enhancements to the throughput, latency, and energy efficiency of
hyperscale compute fabrics [5].

New developments in the area of programmable networking technologies have only increased
the pace of interest in the DPU-accelerated SDN stacks. Domain-specific languages like P4
have made it possible to implement fine-grained control over packet-processing pipeline
behaviour to allow the realization of complex network functions to be performed directly in
programmable hardware. Meanwhile, cloud providers today are moving towards greater use of
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disaggregated infrastructure models where networking, storage, and security services are

offloaded to specialized accelerators. These tendencies have resulted in an ideal path towards
the inclusion of DPUs in SDN-based cloud networking systems, which allows the adoption of
elastic and adaptable hardware-software co-design methods to manage the infrastructure [6].

A number of large hyperscale cloud providers have already started deploying DPU
technologies in production environments. Such implementations frequently involve the use of
DPUs to perform secure isolation of infrastructure, hardware-driven virtualization, and service
chaining at high performance. The DPU is used in these architectures as a trusted control point
for traffic entering and leaving the host operating system. This method improves security by
keeping infrastructure operations isolated from tenant applications and at the same time boosts
network performance by hardware acceleration. Consequently, cloud architectures based on
DPUs are now increasingly viewed as the building blocks of the next-generation clouds [7].

Although networking architectures that support DPU acceleration have huge potential, there
are numerous thorny aspects to the adoption of such technologies into existing SDN
ecosystems. The compatibility between programmable hardware pipelines and the software-
based control logic run by SDN controllers is one of the main problems. Variations in hardware
functionality, programming models and coordination models may make it hard to deploy
consistent policy performance across heterogeneous infrastructure settings. Also, with the
large-scale implementation of DPU-accelerated SDN stacks, there are new operational issues
of monitoring, debugging, and lifecycle management of distributed network functions [8].

The other urgent problem is to provide effective coordination between host-based networking
stacks and offloaded infrastructure services that are operating on DPUs. Lack of correct
communication of tasks between host and accelerator may result in performance inefficiencies,
resource contention, or uneven security policies. To obtain maximum performance, it is
necessary to properly design the architecture to balance between hardware acceleration and
software flexibility. Moreover, the emergence of programmable hardware devices in cloud
networking systems poses compelling questions on their portability, interoperability between
vendors and their long-term viability within SDN systems [9].

Novel architectural designs, programmable pipeline abstractions and orchestration models
which provide effective integration have become of increasing interest to the research
community. In recent literature hybrid control architectures have been considered in which
centralized SDN controllers are coordinated with distributed programmable data-plane devices
to execute complex traffic management policies. It has also been investigated in other work
that hardware-software co-design solutions can be used to enable the dynamic migration of
network functions between host software and programmable accelerators based on workload
conditions [10].

With the fast development of both programmable networking technologies and cloud
infrastructure architectures, an in-depth analysis of DPU-accelerated SDN stacks integration in
cloud compute fabrics is timely and required. Individual facets of programmable data planes,
network offloading and SDN-based cloud networking have been discussed in existing
literature, but the potential convergence of these technologies in the modern cloud settings has
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not been thoroughly evaluated. Specifically, the implications of DPU-based acceleration,

especially for network programmability, infrastructure security, scalability and operational
management needs to be further examined.

This review is thus aimed at critically analysing the emerging literature on how to integrate
DPU-accelerated SDN stacks into cloud compute fabrics. The review achieves an evaluation
of architectural structures, programmable data-plane technologies, and deployment designs
that help efficient coordination of SDN control systems and hardware-powered networking
infrastructure. Special attention is given to determining the technological improvements,
performance advantages as well as the unresolved problems of DPU-based networking
architectures in hyperscale clouds. This work is expected to provide a clear understanding of
the present position of the field and research directions that will define the next generation of
the programmable cloud networking infrastructures through systematic review of recent peer-
reviewed literature.

2. Literature Review

Recent years have seen a lot of research into adapting programmable networking technologies
with cloud-scale infrastructures and in particular as a response to the performance shortfalls of
software-based packet processing operating at hyperscale. The development of components
with data processing units (DPUs), programmable network interfaces, and hardware-
accelerated networking architectures have greatly improved the design flexibility of software-
defined networking (SDN) networks with cloud compute fabrics. The recent literature indicates
that more and more attention is paid to the integration of programmable data planes and SDN
control structures to enhance the throughput, latency and infrastructure isolation of large-scale
distributed systems.

The first versions of SDN were also based on software-defined switching platforms running on
host processors. Switches like Open vSwitch were also virtual switches allowing flexible policy
enforcement and packet forwarding but they also created an overhead that could be measured
when scaled to large volumes. Cloud infrastructures which were highly optimized were steadily
challenged by constraints in packet throughput and CPU utilization to support advanced
overlay networking combined with isolating multi-tenant traffic. Experiments investigating
these bottlenecks showed that the overhead of packet processing in virtual switches may absorb
a high fraction of resources in host CPUs, especially when accessing encapsulated overlay
traffic and infrastructure policy-enforced overlay traffic [11]. Consequently, researchers began
exploring hardware acceleration algorithms that may help offload networking duties to that of
host processors.

A significant trend of research was the creation of programmable data-plane hardware to be
able to process the logic of packet processing directly at network interfaces. Domain-specific
programming models that enabled network operators to create custom packet-processing
pipelines were introduced by early programmable switch architectures. These programmable
data planes made it possible to implement more advanced networking abilities including
congestion-aware routing and telemetry collection and service chaining through hardware
pipelines. With the introduction of the P4 programming language, a platform-neutral
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representation of packet processing logic was introduced, which allows the implementation of

network functionality to run on heterogeneous networks of programmable hardware platforms
[12].

Programmable data planes have been shown to provide significant enhancements to network
performance in data centre environments. Packet processing pipelines that run on hardware can
also provide line-rate performance and run traffic management functions that would otherwise
cause large overheads in host CPUs. These capabilities have led to the creation of improved
traffic engineering systems that can dynamically optimize the network utilization in large-scale
compute fabrics. A number of works have demonstrated that programmable data-plane
architectures have the capability to achieve very high load balancing performance and
congestion control in comparison to traditional software-based switching mechanisms [13].

The growing sophistication of cloud networking stacks has also created the motivation to
offload infrastructure functions to purpose-built hardware devices. The most common
deployment of multiple layers of abstraction is infrastructure deployed by modern cloud
environments, consisting of virtual machines, containers, overlay networks, service meshes and
security inspection frameworks. All these layers bring about further packet-processing
demands that can be detrimental to the system performance when fully implemented solely in
the host software. Switching these functions to programmable network devices has thus
emerged as a significant study area in cloud applications infrastructure design.

Data processing units are one of the possible avenues with respect to infrastructure offloading
that have a promising future. In contrast to the traditional smart NICs, DPUs combine
programmable packet processing coprocessors, multicore processors, and specialized
accelerators on a single chip with the capability to run more complex infrastructure services.
These devices are designed to perform functions such as virtual switching, network encryption,
distributed firewall enforcement and accelerating storage and collecting telemetry right at the
network interface layer. DPUs allow cloud servers to offload infrastructure services from host

processors, allowing them to allocate additional computational capacity to application
workloads [14].

A number of longitudinal studies have examined the architectural benefits of implementing
DPUs on clouds. Large scale experiments carried out in data centres have shown that DPU-
based networking architectures can dramatically decrease CPU overhead yet maintain a high
packet throughput. Virtualization overlay and security policy hardware offloading has been
demonstrated to help lower the latency in processing packets and at the same time enhance the
overall system scaling. Additionally, DPUs offer increased isolation between the workloads of
the tenants and infrastructure services, which facilitates better security posture of multi-tenant
cloud platforms [15].

Communication between SDN control schemes and programmable hardware data planes has
likewise been broadly studied. SDN controllers have long been used through the installation of
forwarding rules in network switches based on protocols like OpenFlow. Programmable
hardware pipelines however add new possibilities concerning more advanced packet-
processing logic directly in the data plane. It has resulted in a hybrid control architecture where
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SDN controllers have been coordinated with programmable network devices that can perform

complex stateful actions. These types of architecture allow distributed decision-making but
centralized policy control [16].

Implementation of hybrid SDN architecture has shown that a mixture of centralized control
and programmable acceleration hardware can enhance network responsiveness and scalability
of the network. With extremely large scale fabrics of clouds, the centralized controllers might
not necessarily be able to react fast to the changing traffic situations. Localized applications of
congestion detectors and mitigation can be developed into programmable data-plane devices,
which does not necessarily rely on centralized control loops. Such distributed processing allows
it to execute traffic engineering more effectively and minimize control-plane latency in large-
scale environments [17].

The other significant research topic is the application of hardware accelerators to execute
network security activities under cloud environments. Modern-day data centres have to
implement sophisticated policies of security within the multi-tenant settings and still deliver a
high rate of network throughput. Conventional security mechanisms on software are usually
subject to a heavy performance overhead because performing deep packet inspection,
encryption, and access control entails a computation cost. DPUs offer hardware-accelerated
execution environments that can execute these functions at line rate with high isolation between
the infrastructure workload and the application workload [18].

The advent of the framework of service function chaining has added to the focus of
programmable networking devices. Service function chaining is a dynamic routing of packet-
based network traffic over a path that includes a series of network services like firewalls, load
balancers, and intrusion detection systems. To run these service chains effectively within an
environment of high-level performance packet processing, it is important that large-scale data
centres can champion the dynamic flow steering and traffic classification procedures. Service
function chaining pipelines may be directly enforced in programmable DPUs, allowing
network interfaces to deploy complex network services more efficiently [19].

Although programmable networking devices have demonstrated strong performance benefits
in SDN ecosystems, several challenges remain, there are a number of challenges facing the
implementation of these technologies in the SDN ecosystem. One of them is matching
programmable hardware pipelines with network orchestration frameworks which run on
software. SDN controllers need to have uniform network policies that involve heterogeneous
infrastructure assets, including programmable switches, DPUs, and software-based network
functions. To ensure smooth interoperability between these elements, standardized
programming abstractions, and orchestration models have to all be able to coordinate
distributed network resources [20].

Another significant issue encountered during the implementation of programmable hardware
equipment in cloud infrastructures is operational complexity. Tracing and debugging
distributed pipeline processing of packets can be far harder than traditional software-based
networking services. The programmable data planes often have highly optimized packet-
processing logic, which might be hard to read or modify at any point in time. Consequently,
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scholars have examined emerging telemetry and observability systems that can deliver insight

into programmable network devices without causing a performance impact [21].

Studies on performance evaluation have given quantitative data on the advantage of hardware-
accelerated networking architectures. Empirical studies comparing host-based networking
stack implementations with accelerator-based architectures have repeatedly shown significant
enhancements in the packet throughput and latency when infrastructure functionality is moved
to the programmable hardware. These are especially significant in high-packet rate,
complicated security policy, or environments involving large numbers of simultaneous network
flows [22].

There has also been recent research on what programmable networking architectures can mean
to energy efficiency in data centres. General-purpose CPU-based packet processing functions
can be very power hungry (especially when they are operating under a high throughput
workload). These operations could be better performed in hardware accelerators like DPUs as
it has specialized processing pipelines. Various studies comparing energy usage of accelerator
based networking stacks have noted that significant power usage savings had been measured
between accelerator based networking stacks and traditional host-based networking stacks
[23].

Table 1 is a summary of the principal articles investigating programmable networking and
DPU-based infrastructure offloading as well as SDN integration in a cloud environment. The
papers display the wide variety of options offered to the enhancement of the network
performance and infrastructure scalability in hyperscale cloud systems.

Table 1. Comparative Analysis of Programmable Networking Studies

Ref | Technology Architecture Throughput Latency
Impact Impact
[12] | Programmable Switch | Hardware packet- | Very High Very Low
(P4 pipeline) processing pipeline
[14] | FPGA acceleration Data centre service | High Moderate
acceleration
[15] | SmartNIC acceleration | Network function | High Reduced
offloading
[18] | Network Function | Service function | Moderate Moderate
Virtualization chaining
[19] | Service Function | SDN orchestration Moderate Moderate
Chaining
[21] | In-band network | Programmable data- | Moderate Low
telemetry plane monitoring
[22] | Programmable packet | Line-rate hardware | High Low
scheduling pipeline
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[30] | NetChain architecture In-network  key-value | High Very Low
processing
[28] | GPU-based router Software acceleration Moderate Moderate
[29] | End-host rate limiting | Network interface | Moderate Low
NIC offload

In addition to performance, programmable networking technologies have also made it possible
to create sophisticated telemetry and network monitoring models. The current data centre
operators also need to view the network behaviour comprehensively to facilitate performance
optimization and fault detection. Programmable data planes allow telemetry functions to be
embedded directly into packet-processing pipelines, enabling real-time analysis of traffic
patterns, congestion, and service performance. It is also relevant to large-scale distributed
systems whose monitoring techniques might be unable to provide enough visibility because
conventional monitoring techniques often do not provide sufficient visibility [24].

Table 2. Architectural Taxonomy of DPU-Accelerated SDN Systems

Architecture Data Plane Control Plane Infrastructure Tasks
Host-based SDN Software switch Centralized Virtual networking
controller

SmartNIC acceleration | Hardware NIC | SDN controller Offload networking

pipeline
DPU infrastructure Programmable Hybrid SDN Security, storage,
DPU networking
Programmable switch | Switch ASIC Centralized SDN | Traffic engineering

fabric

The increased use of programmable networking technologies has increased research attention
in architectural designs to enable hardware accelerator integration into cloud networking
stacks. A number of recent papers have suggested layered architectures where programmable
DPUs are used as an enforcement point in infrastructure to provide networking, security, and
storage services. SDN controllers in these architectures coordinate the policies of managing
traffic, whereas the DPUs implement high-performance packet processing tasks. Such an
architectural design style facilitates the achievement of separation of control-plane
orchestration and data-plane execution as well as enhances system scalability and
maintainability [25].

Research publication quantitative evaluation suggests that the academic and industrial interest
in programmable networking architectures is growing very fast over the last 10 years. The ever-
increasing access to programmable hardware platforms and augmenting complexity of cloud
infrastructures have given good reasons to architect hardware-software co-design strategies for
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network management. As shown in Figure 1, there has been an increase in the number of peer-

reviewed publications on the topic of programmable data-plane networking technologies.
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Figure 1. Growth of Programmable Data Plane Research

Analyses of accelerator-based networking architecture experimental systems have consistently
shown very high throughput and latency improvement over software-based networking stacks.
Figure 2 presents the exemplary comparisons of host-based packet processing systems versus
hardware-accelerated networking architectures performance as reported in the literature.
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Figure 2. Throughput Comparison of Networking Architectures

The overall literature thus indicates that programmable DPUs that are integrated with SDN
control systems have great potential to overcome the scaling and performance issues required
by contemporary cloud-based networking architectures. Nevertheless, there are still serious
research questions of how to express programming abstractions, how to structure inter-process

Received: Aug 12, 2025 3264



International Journal of Applied Mathematics

Volume 38 No. 11s, 2025

ISSN: 1311-1728 (printed version); ISSN: 1314-8060 (on-line version)

orchestration, what to provide observability, and how to interoperate heterogeneous hardware

platforms. The challenges will be critical in facilitating the adoption of the DPU-accelerated
SDN architectures in the future cloud compute fabrics.

3. Methodology

The specified methodological framework is aimed at conducting the systematic investigation
of peer-reviewed studies that deal with the integration of data processing units (DPUs),
programmable networking technologies, and software-defined networking (SDN) models in
cloud compute fabrics. Considering the highly dynamic state of programmable networking
hardware and hyperscale infrastructure architecture, the methodology focuses on the
establishment of architectural patterns, hardware-software integration strategies and
performance evaluation methodologies that have been used in the current literature. Specific
focus is also on research papers which explore programmable data-plane technology,
accelerator-based network offloading models and SDN control systems which can coordinate
with heterogeneous networking equipment.

The corpus of literature that has been analysed in this review has been built through keyword-
based searches conducted in major scientific databases on the most popular scientific indexing
databases such as IEEE Xplore, ACM Digital Library, SpringerLink and ScienceDirect. The
search strategy targeted the intersection of programmable networking equipment, cloud
architecture development, and SDN control structures. Main search terms were the
combination of software-defined networking, data processing units, SmartNIC, programmable
data plane, P4 programmable switches, cloud network acceleration, and data centre network
offloading. Other queries included terms like, hardware-accelerated packet processing,
programmable network interface, service function chaining and network telemetry in
programmable switches. These queries were designed to identify peer-reviewed articles,
conference proceedings, and academic book chapters that deal with architectural and
performance implications of introducing programmable networking accelerators into cloud
networking setups.

The period of the literature review was chosen based on the initial development and maturity
of programmable data-plane technologies and devices based on accelerators. The main scope
of analysis implied the studies published between 2010 and 2024 since it was the period of
development of the key SDN systems, introduction of programmable switch architecture, and
then of the widespread usage of hardware acceleration in the hyperscale cloud systems. Prior
support literature covering SDN architecture, SDN network virtualization where relevant, was
used to supply the necessary contextual support of recent advances in programmable
networking systems.

The methodological model used in this review focuses on the comparative analysis of
architectural frameworks suggested throughout the literature. A number of types of networking
architecture were discussed in more detail, such as host-based software switching architectures,
programmable switch architectures, SmartNIC-based acceleration models, and DPU-based
infrastructure offloading systems. Subsequently, the analysed articles within each category
were examined in terms of their architectural design principles, packet processing pipelines,
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connection with SDN control frameworks, and the presence of performance characteristics.

Such comparative analysis enables the discovery of the recurring architectural patterns that
have become apparent as the programmable networking technologies have been evolving.

Besides the architectural analysis, the review has also considered the experimental methods
applied in the previous research to measure the networking performance in cloud and data
centre contexts. Programmable networking research usually conducts performance assessment
based on a mixture of emulation structures, testbeds and massive simulation settings. Mininet
and other emulation environments have been frequently used to test SDN control algorithm
performance and the behaviour of traffic engineering mechanisms in controlled laboratory
environments. The frameworks allow scientists to reproduce network topologies of complex
networks and evaluate the activities of SDN controllers and programmable forwarding gadgets
in terms of conditions under varying traffic load [26].

Hardware testbeds are another important methodology approach to the literature. Experimental
assessments using programmable switch platforms or SmartNICs, which have been
implemented in controlled data centre settings, have been done on a number of studies. These
tests are usually used to quantify the main indicators of networking performance such as packet
throughput, latency, flow completion time, CPU utilization, and power consumption.
Experiments using hardware give a good understanding of the practical performance behaviour
of programmable networking architectures, especially in high-throughput settings in which
software simulation may no longer be a satisfactory model of hardware pipeline behaviour.

There have also been extensive simulation based methods of analysing the scalability
properties of programmable networking architectures. Network simulators enable scientists to
test the behaviour of large-scale fabrics of data centres given a huge variety of traffic patterns
and workload distributions. These experiments often simulate giant hyperscale topologies
allowing the congestion control regimes, load balancing schemes, and traffic engineering
protocols to be tested which otherwise would be challenging in smaller experimental testbeds.
The simulation findings thus do not contradict hardware-based experiments but give an idea of
whether the programmable networking structures could be scaled in extreme workload
environments.

In the studies reviewed, various performance metrics are employed to measure networking
architectures. The most reported indicators continue to be throughput and latency since they
are the indicators that directly mirror the efficiency of the packet processing pipelines and
responsiveness of network infrastructure. Throughput measurements are commonly used to
gauge the maximum number of packets that can be delivered per second or the data that can be
conveyed without losing any packet. Latency measurements are the measurements of time it
takes packets to travel through the network infrastructure which can be measured at
microsecond or millisecond timescales depending on the experimental environment.

Flow completion time is also reported to be an important performance metric in a number of
studies, especially in data centre environments that are used in distributed computing
workloads. Flow completion time is a measure of efficiency of resource allocation, as well as,
of the congestion management measures on massive infrastructures. Besides these performance
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measures, CPU utilization measures are quite often mentioned in the works which compare

hardware-accelerated networking architectures. These measures represent the degree to which
packet processing is offloaded by host processors to programmable hardware devices.

Energy efficiency also appeared to be an important evaluation metric in current networking
studies. The energy use of data centres is a significant operational expense of cloud service
providers and inefficient packet-processing pipelines may contribute significantly; they may
make significant contributions to the total power consumption. Hardware accelerators
including DPUs can be much more energy efficient than host-based packet processing and have
dedicated processing pipelines and hardware architecture optimization. A number of studies
have therefore incorporated energy-consumption measurements into their evaluation
methodology as part of their evaluation methodology in comparison of accelerator-based
networking architecture with conventional software-based network architectures.

Another noticeable move in the reviewed literature is the diversity of software tools and
programming models as well as programming model employed to apply programmable
networking structures. P4 programming language has become one of the most popular
programming languages to specify packet processing pipelines in programmable network
devices. P4 enables programmable switching and network interfaces by providing explicit
specifications of the manner in which packets are to be decoded, handled, and delivered among
programmable switches. This programming model enables the implementation of advanced
networking applications like in-band telemetry, load balancing applications and even custom-
made congestion control applications [27].

In addition to programmable data-plane languages, several software stacks have been
developed in order to guarantee the synchronization of programmable networking
infrastructures. SDN controllers such as ONOS and OpenDaylight provide centralized control
systems in provision of control over network policies in distributed elements of infrastructure.
These controllers communicate with the programmable network devices via standardized
control interfaces in such a way to agree upon the deployment of forwarding, traffic
engineering policy and service chaining optimisation. One of the most meaningful features of
the modern cloud networking models is the integration of programmable hardware components
and SDN control models.

The methodological heterogeneity observed in the literature indicates interdisciplinarity of
programmable networking investigations. Concepts in distributed systems, computer
networking, hardware architecture, and cloud infrastructure management are often combined
in studies. With the advent of the continuously changing programmable networking
technologies, there are emerging methodological approaches that are coming up to deal with
the challenge of managing the more complex infrastructure environments. Such strategies
comprise hardware-software co-design models, software-heavy telemetry models,
orchestration systems that can simultaneously coordinate significant architectures of
programmable network nodes over hyperscale clouds.

The methodological review in this section provides a rationale for how the results provided by
the literature can be interpreted. Through analysing architectural designs, experimental
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methods and assessment measures applied in the past research, one is able to determine shared

themes and upcoming trends in the area of programmable cloud networking. The next section
further develops this methodological framework to introduce a quantitative study of the
performance properties, architectural design and operational implications of integrating DPU-
accelerated SDN architectures in the current cloud compute fabrics.

4. Discussion

The reviewed literature provides substantial evidence that integrating programmable data-
plane hardware and DPU-based infrastructure acceleration significantly alters the performance
characteristics, scalability boundaries, and operational design of modern cloud networking
environments. The outcome of all the experimental reports reveals that hardware-assisted
packet-processing architectures consistently achieve better performance in throughput, latency,
CPU usage, and energy consumption than the traditional host-based networking stacks.
Nonetheless, the new architectural trade-offs that accompany these enhancements include the
programmability, orchestration complexity and the infrastructure observability trade-offs. The
current section presents a discussion of these findings by analysing the key performance
indicators, model of architectural deployment and emerging operational patterns that are
revealed in the literature.

Performance Characteristics of Hardware-Accelerated Networking

A huge enhancement in the packet processing throughput that comes as a result of hardware
offloading mechanisms is one of the most repeatedly reported results throughout the literature.
Conventional host-based packet processing architectures are based on kernel networking stacks
and software-based virtual switches that frequently consume much overhead as a result of
context switching, memory copying and interrupt processing. Such overheads also can only
accommodate a finite number of packets that can be served in a given period of time, especially
within a high-load environment like hyperscale cloud data centres.

To overcome these restrictions, programmable networking devices, such as DPUs and
SmartNICs, execute the processing of packets in dedicated hardware. In this case, the purpose
of these pipelines is to perform packet parsing, classification, forwarding, and telemetry at
network line rates, and not have to use host CPU resources. Due to this, accelerator-based
architectures are able to continue handling much higher rates of packets than software-based
implementations.

According to empirical reviews made in a variety of research projects, programmable hardware
pipelines can run tens to hundreds of millions of packets per second with regard to hardware
capacity and network setup [28]. Conversely, the software-based packet processing systems
generally achieve lower packet processing rates due to the limitations of general-purpose
processors since it involves the computational cost of the use of general purpose processors.
Such differences of performance are especially acute when large amounts of parallel network
traffic or intricate packet examination are involved.

Of particular importance in contemporary cloud environments where there are dense east-west
traffic patterns is throughput improvement. The applications of microservices tend to produce
huge amounts of internal service-to-service communication inside data centre fabrics. Optimal
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capacities in packet handling thus become necessary in achieving reasonable performance of

application. Networking architectures that are implemented using hardware accelerators enable
these workloads to scale better because they lessen the processing load that is imposed on host
CPUs.

Figure 2 provides a representative comparison of packet-throughput improvements which
compiles studies assessing programmable networking architectures. The figure displays the
comparison of performance variations between host-based and hardware-accelerated
networking stacks in terms of performance.
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Figure 3. Latency Distribution Across Architectures

Another great advantage of programmable networking architectures is latency reduction. The
traditional host-based networking stacks tend to have many layers of software abstraction, such
as the stack of kernel networking subsystems, virtual switching systems, and overlay
encapsulation systems. All these layers have extra processing delays and they add up as more
packets are serviced.

Hardware packet-processing pipelines minimize these delays by implementing packet
forwarding decisions in dedicated hardware circuits. In a number of experimental studies,
network effects have been observed to be reduced by a significant number of latency steps in
packet forwarding by offloading of networking functions onto programmable network devices
[29]. The same improvements are especially relevant to the latency-sensitive workloads, like
real-time analytics, distributed storage systems, and financial transactions processing systems.
Figure 3 shows some of the representative latency distributions in experimental comparisons
between host-based networking stacks and accelerator-based packet processing architectures.
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Figure 4. CPU Utilization Impact of Network Offloading
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Hardware offloading is the reduction of latency through which application responsiveness is

greatly enhanced in the distributed computing environment. A low network latency allows new
distributed service synchronization to occur at a higher rate to minimize the performance effect
on network communication of microservice-based application structures.

Impact on CPU Utilization and Resource Allocation

The other important finding that has been reported in the literature is the impact of acceleration
of networking on the utilization of host computers. In classical network architectures, the host
CPUs do many forms of infrastructure work such as packet forwarding, packet encrypting,
network virtualization, firewall policies, and telemetry gathering. These operations may be
used to occupy a large percentage of CPU power.

What DPU-based architectures enable is the offloading of infrastructure functions to
programmable networking equipment in order to enable host processors to concentrate in the
main on application-level work domains. A number of reports have claimed significant time
savings of the host CPU usage when programmable network accelerators are deployed [30].
Such cuts can be directly translated to better application performance and efficiency of
infrastructure. Table 3 provides the summary of the representative metrics of performance
mentioned in research considering accelerator-based networking architectures. The table shows
comparison of the throughput, latency, and CPU utilization measurements in various
networking architectures.

Table 3. Performance Comparison of Networking Architectures

Architecture Throughput (Mpps) | Latency (us) | CPU Usage
Host networking 10 45 High
SmartNIC offload 35 18 Medium
DPU architecture 60 10 Low
Programmable switch pipeline | 80 6 Very low

Table 3 summarizes the results that accelerator based architectures, in all cases, cause a drop
in the use of the host CPU and an increase in the throughput in the processing of packets. These
are especially beneficial in multi-tenant cloud environments in which infrastructure services
have to be provided simultaneously with the application workload.

Enhanced use of resources also carries significant data centre economical implications. Cloud
vendors need to ensure the infrastructure they offer is as efficient as possible in terms of
calculability to ensure they remain competitive in service delivery. Programmable networking
architectures offer the ability to make optimal use of the computing resources available by
eliminating the computation cost of networking workload.

Architectural Deployment Models

The literature unveils that there are a variety of specific architectural frameworks of revolving
programmable networking devices into cloud systems. These deployment models differ
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primarily in how infrastructure responsibilities are distributed between host systems,

programmable network devices, and centralized SDN control frameworks.

One common deployment model involves using programmable network devices as offload
engines responsible for executing specific infrastructure functions while maintaining host-
based control over overall networking behaviour. In this architecture, host operating systems
continue to manage network configuration and policy enforcement, while programmable
devices accelerate packet processing operations such as encryption, tunnelling, and load
balancing.

A second architectural model involves more extensive infrastructure disaggregation in which
programmable networking devices operate as independent infrastructure management nodes.
In these architectures, DPUs execute networking, security, and storage services independently
of the host operating system. Acting performance of the host system thus assumes the leading
role of performing application, whereas the infrastructure services are performed in the
programmable networking device. Table 4 presents a list of architectural deployment models
that were discovered in the literature reviewed.

Table 4. Deployment Models of Accelerator-Based Networking

Model Infrastructure Role Advantages
Host Offload Packet processing Reduced CPU overhead
SmartNIC Model Networking acceleration | Higher throughput

DPU Infrastructure Node | Full infrastructure services | Isolation and scalability

Switch-centric model Hardware switching Ultra-low latency

These architecture models demonstrate how programmable networking devices are used to
change with changing role in the design of cloud infrastructure. The initial implementations of
SmartNIC were built with the main goal of accelerating certain networking operations but the
newer examples of DPUs are capable of executing full infrastructure service stacks in dedicated
hardware accelerators.

Infrastructure disaggregation model through DPUs has a number of significant benefits. This
architecture enhances security by separating infrastructure services with host operating
systems, which would decrease the attack surface that is caused with multi-tenant clouds.
Infrastructure services implemented in DPUs that are implemented in DPUs can be configured
to run in isolated execution environments that have a rigid isolation between workloads of
tenants.

Besides security advantages, infrastructure disaggregation also facilitates management of the
infrastructure, by converging the networking and security services in programmable hardware
devices. The architecture allows implementing infrastructure policies that are more consistent
among distributed compute nodes.

Network Security and Isolation
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Another role that is becoming more significant in applying network security mechanisms in

cloud infrastructures is played by programmable networking devices. Modern data centres need
to implement sophisticated data protection policies and implement security policies on the high
number of tenants, each having different access control rules and network isolation demands.

Still, traditional software based security approaches may pose a high performance overhead to
the implementation by the computational cost of the packet inspection and encryption
operations. Hardware implemented devices have more capability to perform such operations
more efficiently because of specialized processing pipelines.

A number of studies have shown that programmable DPUs can be used to implement
distributed firewalling controls that can impose fine-grained network policies to large-scale
cloud systems [31]. These mechanisms are used to allow inspection and filtering of network
traffic at the point of use of the programmable packet processing pipelines thereby limiting the
usage of centralized security appliances.

Besides the ability to firewall, another trend is programmable networking devices also being
able to implement advanced telemetry mechanisms which can monitor abnormal network
behaviour. These telemetry pipelines enable real-time tracking of packet flows, allowing rapid
detection of the attacks of distributed denial-of-service, network congestion or any violation of
the policy very quickly.

The capability to run security functions directly on programmable hardware devices hence
points to a great innovation in cloud infrastructure security architecture. DPU-based
networking architecture solutions provide the ability to enforce security policies with high
scalability and efficiency by integrating high-performance packet processors and
programmable policy enforcement mechanism with more scalable and efficient security
frameworks on modern cloud platforms.

Operational Challenges and System Complexity

Although programmable networking architectures have performance benefits, there are still a
number of operational issues involved. The first significant concern is the challenge of greater
complexity of managing heterogeneous infrastructure settings that encompass programmable
switches, DPUs, and conventional networking platforms.

These devices usually need subject matter expertise in hardware pipeline architecture and
domain specific programming languages like P4, to be programmed. Having homogenous
network policies on heterogeneous hardware platforms may therefore add a lot of complexity
into operational processes.

The observability is also one of the challenges in the programmable networking environment.
Conventional network monitoring systems are usually configured to work with software-based
network stacks and might lack the ability to give adequate visibility into hardware packet
processing pipelines. Consequently, investigators have started trying to come up with emerging
telemetry mechanisms that can reveal information about the state internal to the pipeline with
minimal harmful effects on performance.
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The other issue is how to have interoperability among programmable networking devices

manufactured by varying hardware suppliers. Hidden variations in the hardware pipeline
architecture and programming model may render the portability of portable networking
applications to heterogeneous environment of infrastructures tricky. Standardization efforts are
thus being going on to come up with common programming abstractions that can support
multiple programmable networking platforms.

Statistical Trends Across the Literature

An analysis, based on quantitative analysis of the experimental results presented in literature,
shows that there are several distinct trends to the performance implications of the program
programmable networking architectures. In a broad experimental range of experimental
configurations permanently, accelerator-based packet processing systems are found to be much
faster than host-based networking stacks in terms of throughput and latency.

The literature is statistically analyzed to reveal that the improvement in throughput due to
hardware acceleration is often several times of the current throughput depending on the nature
of workload and network setup. Such enhancements are specially conspicuous when dealing
with workloads in terms of large number of contemporaneous network flows or difficult packet
processing tasks.

Some studies have also reported energy saving in evaluation of programmable networking
architectures. The cost of specialized hardware accelerators is capable of performing the packet
processing operations, which can all be done more efficiently with specialized hardware
accelerators, lowering the total energy usage related to the operation of network infrastructure.

The reports found in the literature on the subject therefore go a long way to affirming the
conclusion that programmable networking architectures constitute an important breakthrough
in the design of large-scale cloud networking infrastructures. These architectures enable the
scalable management of the ever-growing complexity of the networking needs in the modern
cloud computing environments through the combination of a hardware accelerated and
programmable data-plane.

5. Future Directions

The scalding emergence of programmable networking equipment and the deep expanding scale
of hyperscales cloud structures has created an ever-expanding amount of research into the
interrelationship among data processing units (DPUs) and software-defined networking (SDN)
architectures is just beginning to materialize. Although significant progress has been achieved
in demonstrating the benefits of using faster networking equipment, there are some issues such
as the programmability, interoperability, orchestration, and the infrastructure observability that
have not been resolved completely. To address these issues, a concerted effort will be required
in network architecture design, distributed systems engineering and as well as hardware-
software co-design methodologies.

A significant research trend is to enhance the programmability and higher levels of abstraction
of DPU-based networking architectures. The present-day programmable networking devices
tend to be based on domain-specific languages including either P4 or vendor specific
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programming frameworks exposing low-level pipeline layouts. These tools provide a very fine

control over the behaviour of the packet processing but also create a large barrier to adoption
because the behaviour of hardware packet pipelines can only be programmed by individuals
with specialized knowledge. Future work will thus be in the area of creating advanced
programming abstractions that will help ease the programming and implementation of
programmable network functions and still enjoy the performance improvements of hardware
acceleration [32].

Advances in compiler technologies have presented a promising route, progress in compiler
technologies has presented a promising route to deal with programmability issues in
programmable networking systems. A series of more recent works have investigated the
construction of compilers that are able to automatically translate high-level network policies
into hardware-specific packet processing pipelines. These abstractions attempt to fill the gap
between the requirements of a network application and the instructions defining the low-level
hardware code to achieve programmable data-plane behaviour. Such structures may mitigate
greatly the complexity that comes with the deployment of programmable networking devices
in large-scale infrastructures by being able to automatically assemble network policy as
hardware pipelines [33].

The second significant research issue is the organization of distributed programmable
networking resources in hyperscale cloud systems. The data centres of the present time might
include thousands of programmable network devices spread among various layers of the
network, such as top-of-rack switches, programmable NICs, and DPU-based infrastructure
nodes. The operation of these devices needs an advanced orchestration frameworks to afforest
dynamic operation in accordance with the ever-evolving workload conditions with the
intendment of sustaining constant network policy.

The way forward in future work is probably to have the creation of distributed orchestration
structures hence uniting centralized control of SDN with localized decision-making powers
based on programmable data-plane gadgets. Architectures combining hardware control with
software development can enhance the scalability of a system by permitting programmable
hardware to make decisions under time constraints locally and refer to centralized controllers
to make decisions on long-term policy management and optimization of the network. These
architectures will necessitate creation of new communications protocols and the ability to
synchronize states that can contextualize distributed control logic on the deployments of
infrastructure that is large in scale [34].

Another important way of future research would be infrastructure observability. Since
programmable networking devices are used to implement more sophisticated packet processing
pipelines, more advanced network monitoring tools might be required in order to give adequate
insights into the internal dynamics of hardware data planes. In programmable networking,
limited observability may make serious errors in troubleshooting, performance optimization,
and security monitoring difficult.

In a bid to overcome this challenge, scholars have embarked on exploring sophisticated
telemetry systems that can offer real-time visibility to programmable packet-processing
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pipelines. Some methods like in-band network telemetry can be used to allow programmable

devices to include monitoring data directly into the packet header allowing comprehensive
monitoring of the packet traversal through distributed network infrastructures. Future work
should extend these capabilities will probably be extended in future by creating standardized
telemetry frameworks that can gather and process detailed performance data about networks of
heterogeneous programmable networking devices [35].

The other research area that is significant is development of standardized interfaces of
programmable networking equipment. Presently, different hardware suppliers manufacture
programmable network devices that tend to present different programming models and
configuration interfaces. These differences may create interoperability issues when using
heterogeneous networking hardware in a single cloud architecture.

The standardization attempts to establish universal programming abstractions and
programmable devices control interfaces will thus be a significant factor in the facilitation of
the wider adoption of hardware-based networking architectures. A number of studies have
suggested the use of intermediate representations that enable network applications to be
transformed into hardware-targeted pipeline abstractions” or ‘“hardware-specific pipeline
implementations on numerous programmable networking platforms. These strategies may be
very useful in enhancing the portability of programmable network applications under
heterogeneous infrastructure environments [36].

Security considerations are also a significant area for further investigation in future work in
programmable network architectures. A number of studies have suggested the use of
intermediate representations that enable network applications to be transformed into hardware-
targeted pipeline abstractions” or “hardware-specific pipeline implementations on numerous
programmable networking platforms. These strategies may be very useful in enhancing the
portability of programmable network applications under heterogeneous infrastructure
environments [36].

Security considerations are also a significant area for further investigation in future work in
programmable network architectures. Despite these improvements in isolation between the
workload of tenants and infrastructure services enabled by DPU-based infrastructure
disaggregation, the provision of programmable hardware devices into cloud networking stacks
also open up new possible attack surfaces. To provide sound security assurance to
programmable networking infrastructures, it is thus important to have sound mechanisms of
checking the correctness and integrity of hardware packet processing pipelines.

Further studies can be conducted to find ways of developing formal verification frameworks
which can verify the correctness of programmable network functions before they are deployed.
Such frameworks would be able to look into pipeline processing of packets to verify that they
properly impose network policies and do not impose undesirable attacks. Also, secure boot
systems and secure execution environments on programmable networking devices can be
important to guaranteeing the integrity of infrastructure services running on hardware
accelerators [37].
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New opportunities to connect programmable networking technologies to intelligent network

management systems can also be offered by the rapid increase in the workloads of artificial
intelligence in cloud infrastructures. Techniques in machine learning are becoming increasingly
important in optimizing traffic engineering processes, congestion control, and sharing of
resources in large-scale data centre networks. The potential to support such approaches is the
use of programmable networking devices that would offer high-speed data-gathering
capabilities and incorporate hardware-assisted traffic management systems.

Future studies can thus examine the combination of network optimization frameworks using
machine learning and adjustable networking architectures. These kinds of systems might react
dynamically to the varying conditions of a network by dynamically configuring packet-
processing pipelines and traffic management policies, which would then allow more responsive
and resilient cloud network infrastructures to be achieved.

Another significant research factor is energy efficiency as the volume of computer
infrastructure of data centres continues to grow globally. Even though in many cases, hardware
accelerators offer better energy efficiency than the host-based packet processors, the growing
use of programmable networking units is raising questions about the overall energy
consumption by complex accelerator-based networking architecture. Future research can thus
be consolidated into streamlining the energy efficiency of programmable networking
infrastructures with a better hardware design, workload scheduling policy, and the adaptive
resource management scheme [38].

The other promising research area should include the combination of programmable
networking architectures and edge computing infrastructures. With the growing mobility of
cloud services to the network edge to serve latency-sensitive applications such as autonomous
systems, augmented reality, and industrial automation, augmented reality and industrial
automation, it becomes necessary to have an efficient networking infrastructure to ensure that
the performance of the application is maintained. Edge devices equipped with programmable
networking capabilities can facilitate an effective management of traffic, security controls and
service coordination between distributed edge-cloud systems.

Lastly, the hardware-software co-design model of the long-term development of cloud
networking infrastructures is likely to become increasingly dependent on hardware-software
co-design models where networking hardware and control software are developed jointly in
order to obtain the best performance and scaling. Conventional networking structures usually
view hardware as well as software as independent system layers. Conversely, the next-
generation network programmable infrastructure can be based on integrated design approaches
where SDN-controllable pipelines, programmable hardware pipelines, and orchestration
systems are coordinated to meet the needs of future cloud computing platforms.

Further investigation in these areas will be very important in influencing the future of
programmable cloud networking. With the maturation of programmable hardware technology
and the further growth of cloud infrastructures in scale and complexity, the integration of DPU-
accelerated SDN architectures is likely to be a more significant base of high-performance,
secure, and scalable cloud computing environments.
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6. Conclusion

The massive growth of cloud computing systems has posed unprecedented challenges on the
network performance, scalability, and security. Conventional host-based networking designs
have grown to be increasingly unsatisfactory when it comes to meeting the demands of modern
hyperscale data centres with high packet-processing demands and complicated traffic control
needs. The advent of programmable networking technologies and hardware-accelerated
networking technologies has hence profoundly changed the nature of cloud networking systems
design. Specifically, implementing the concept of integrating data processing units (DPUs)
with software-defined networking (SDN) infrastructures is a key architectural contribution to
the history of the development of programmable cloud infrastructure.

As shown by the literature reviewed in this paper, SDN architectures accelerated using DPU
enable significant gains in the throughput, latency, and CPU usage over traditional host-based
networking stacks. These architectures free up host processors by offloading networking,
encryption, telemetry, and network virtualization duties to programmable hardware equipment
so that the former can devote additional computational resources in application workloads.
Various studies have experimentally measured sustained rates and often achieve near line-rate
packet processing.

Yet another significant benefit of DPU-enabled architectures is the fact they provide better
isolation and security of infrastructure in multi-tenant cloud-based conditions. The systems
implementing DPUs minimize the attack surface presented to tenant workloads because they
run the infrastructure services in dedicated hardware accelerators as opposed to a host operating
system. This architectural isolation enables cloud providers to implement network policies,
traffic inspection and control traffic within virtualized network spaces in trusted execution
domains embedded in programmable hardware devices.

New types of distributed network management have also been made possible by the
combination of SDN control systems and programmable networking devices. The ability to
respond more effectively to changing traffic conditions in networks can be enabled by hybrid
control architectures that are based on centralized orchestration and programmable data-plane
logic. Local congestion controls and telemetry pipelines may be implemented with
programmable equipment without violating network-wide policies as prescribed by centralized
management by controllers. The integration is useful in increasing scale and responsiveness of
large cloud networking infrastructures.

Despite all these advantages, there are still several problems with the implementation and
control of the programmable network structures. Having specialized knowledge is normally
required to configure hardware-based packet-processing pipelines, and differences between
hardware platforms can disrupt interoperability of heterogeneous infrastructure environments.
Also, it is still challenging to monitor and debug programmable data-plane devices because
hardware execution pipelines are not very observable. These issues will be solved by further
research on programming abstractions, orchestration models and standardized telemetry
platforms that are able to support large scale programmable networking environments.
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Most cloud networking architectures of the future will probably be based on hardware-software

co-design models where programmable hardware accelerators and distributed control models
are co-designed to serve new computing requirements. The further development of machine
learning, edge computing along with distributed storage systems is likely to make data centre
networking environments more intricate, providing a powerful driver behind the use of the
programmable infrastructure technology which will be able to dynamically cope with the
workload requirements.

The adoption of DPU-based accelerated SDN architectures is thus a very important initial move
towards the design of scalable, secure, and high-performance cloud computing network
structures. Further developments of programmable networking technologies will be at the
forefront of the development of the next generation of distributed computing systems to meet
the increasing needs of the global digital infrastructure.
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